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Metaevaluation is the evaluation of evaluation. Metaevaluation may focus
particular evaluation cases, evaluation systems, or the discipline overall. Leading scholars
within the discipline consider metaevaluation to be a professional imperative,
demonstrating that evaluation is a reflexive enterprise. Various criteria have been set
forth for what constitutes excellence in evaluation. In the context of educational
program evaluation, the dominant criteria are the Program Evaluation Standards,
developed by the developed by the Joint Committee on Standards for Educational
Evaluation.
There has been widespread acceptance and application of the Program
Evaluation Standards, and their use is advocated by major organizations and several of
the leading scholars and textbooks in evaluation. Concurrently, metaevaluation has
received increasing attention within the evaluation discipline. Despite these two
important developments in the field, there has been little empirical study of the
Standards and their role in metaevaluation practice. There is an implicit assumption
concerning their use as a tool for metaevaluation that comparable judgments about a
given evaluation would be reached by different individuals when they use the Standards

as criteria for assessing the evaluation's quality. This issue concerns interrater reliability
among metaevaluators when they use the Standards as rating criteria. Since reliability is a
prerequisite for validity, that is a critical assumption worthy of empirical investigation.
The legitimacy of this assumption was investigated in this study by having thirty
individuals—ten evaluation doctoral students, ten evaluation practitioners, and ten
evaluation scholars—rate the same ten program evaluations using the Program
Evaluation Standards as criteria. The overall purpose of the study was to assess interrater
reliability in this context using multiple measures. The results showed uniformly low
interrater reliability, which has direct implications for how metaevaluations should be
performed and their results used.
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CHAPTER I
INTRODUCTION

In this dissertation, I investigate the extent to which metaevaluators agree in their
judgments about evaluation quality when using the Program Evaluation Standards (Joint
Committee on Standards for Educational Evaluation, 1994) as criteria to assess a set of
evaluations. In this chapter, I provide background information on the Joint Committee
on Standards for Educational Evaluation and its development of the Program
Evaluation Standards, describe the need for and purpose of the study, identify the
specific research questions, define the study's scope, and discuss the significance of the
research. An overview of the content of the remaining chapters concludes the chapter.
This material is based upon work supported by the National Science Foundation
under grant

number 082245. Any opinions, findings,

and

conclusions

or

recommendations expressed in this material are mine and do not necessarily reflect the
views of the National Science Foundation.

Background
The Joint Committee on Standards for Educational Evaluation was formed in 1975 for
the purpose of developing and disseminating standards for educational evaluations. The
practice of evaluation had expanded tremendously in the 1960s because of the
Congressional mandate that federally funded social and educational programs be
evaluated (Shadish, Cook, & Leviton, 1991).
The passage of the Elementary and Secondary Education Act of 1965 was a
1

pivotal point in the development of professional evaluation. Under the leadership of
Robert F. Kennedy, the Act required grant recipients to evaluate their projects and
report on what had been achieved with the funds (Fitzpatrick, Worthen, & Sanders,
2004; Stufflebeam & Shinkfield, 2007). The resulting evaluations relied largely on
standardized tests and experimental designs, which were expensive to implement and
typically produced findings that indicated interventions had little or no effects. It quickly
became apparent that simply applying educational and social research methodologies to
evaluate real-world programs was not sufficient (Yarbrough, Shulha, & Caruthers, 2004;
Fitzpatrick, Worthen, & Sanders, 2004; Stufflebeam & Shinkfield, 2007). This realization
led to the development of various evaluation models (Stufflebeam & Shinkfield, 2007)
and the establishment of graduate programs in evaluation (Fitzpatrick, Worthen, &
Sanders, 2004).
In the wake of this explosion of activity around evaluation in the early 1970s,
representatives from the American Educational Research Association (AERA), the
American Psychological Association (APA), and National Council on Measurement in
Education (NCME) convened to revise the Standards for Educational and Psychological
Testing.1 In considering the state of educational program evaluation, they decided to
establish a subcommittee to address program and personnel evaluation matters. This
subcommittee evolved into the Joint Committee on Standards for Educational
Evaluation, with Daniel Stufflebeam serving as its first chairperson (Yarbrough, Shulha,
& Caruthers, 2004). The Joint Committee sought to improve evaluation practice by
developing standards for evaluation that would facilitate the creation of a common
understanding about what sound and useful evaluation should entail, as well as facilitate
the professionalization of evaluation.
All acronyms appearing in this dissertation can be found in Appendix A.

The Committee believed it was essential that the new standards be accepted and
understood by the full range of evaluation stakeholders—those who conduct
evaluations, commission and use evaluations, have their activities evaluated, and serve as
information sources for evaluations— so the group was expanded to include
representatives from a broader array of professional organizations whose constituents
play different roles in evaluation (Yarbrough, Shulha, & Caruthers, 2004).
Currently, fifteen U.S. and two Canadian organizations sponsor the Joint
Committee. These include the American Association of School Administrators (AASA),
American Counseling Association (ACA), AERA, American Evaluation Association
(AEA), American Indian Higher Education Consortium (AIHEQ, APA, Canadian
Evaluation Society (CES), Canadian Society for the Study of Education (CSSE),
Consortium for Research on Educational Accountability and Teacher Evaluation
(CREATE), Council of Chief State School Officers (CCSSO), National Association of
School Psychologists (NASP), National Association of Secondary School Principals
(NASSP), National Council on Measurement in Education (NCME), National Education
Association (NEA), National Legislative Program Evaluation Society (NLPES), and
National Rural Education Association (NREA) (Joint Committee, 2009). Each of these
organizations appoints a representative from its membership to serve on the Committee,
and his or her time and effort are donated by the sponsoring organization.
The Joint Committee's governing principles, bylaws, and operating procedures
call for a systematic standards development and revision process, characterized by
"openness and consensus" (Joint Committee, 2007, n.p.). These procedures include field
tests and national hearings to gather feedback from potential users. The feedback is used
to revise the standards and supporting documentation before publication to ensure they
are applicable to and comprehensible by the target audience.

The first set of standards for program evaluations was issued in 1981 (Joint
Committee, 1981). These were followed by standards for personnel evaluation Qoint
Committee, 1988, 2008), and much later, student evaluation (Joint Committee, 2003). The
Program Evaluation Standards was revised in 1994, and is currently undergoing a second
revision, with the expected third edition to be published in 2010. All standards published
since 1989 are certified as American National Standards by the American National
Standards Institute (ANSI).
The 1994 version of The Program Euduation Standards, which is the most current
edition in print, includes thirty standards for program evaluation, organized into four
domains: utility, feasibility, propriety, and accuracy. The seven utility standards
(Stakeholder Identification, Evaluator Credibility, Information Scope and Selection,
Values Identification, Report Clarity, Report Timeliness and Dissemination, and
Evaluation Impact) are focused on ensuring that evaluations "serve the information
needs of intended users" (Joint Committee, 1994, p. 23). There are three feasibility
standards (Practical Procedures, Political Viability, and Cost Effectiveness), and they are
focused on the issues of practicality, prudence, diplomacy, and frugality in evaluation.
The propriety standards, of which there are eight (Service Orientation, Formal
Agreements, Rights of Human Subjects, Human Interactions, Complete and Fair
Assessment, Disclosure of Findings, Conflict of Interest, and Fiscal Responsibility), are
concerned with the welfare of the individuals involved in and/or affected by an
evaluation, with attention to matters of law and ethics. The twelve standards focused on
accuracy (Program Documentation, Context Analysis, Described Purposes and
Procedures, Defensible Information Sources, Valid Information, Reliable Information,
Systematic Information, Analysis of Quantitative Information, Analysis of Qualitative
Information, Justified Conclusions, Impartial Reporting, and Metaevaluation) address the

quality of the information collected, analyses conducted, and resulting conclusions
concerning the merit or worth of the evaluated program. The statements associated with
each standard are presented in Table 2 in Chapter II of this dissertation. In The Program
Evduatuon Standards book, each standard is supported by an overview, guidelines,
common errors, illustrative cases, and references to supporting documentation.
The standards are intended to be used for guiding evaluation practice as well as
assessing evaluation quality. The assessment of evaluation quality is referred to as
metaevaluation (Scriven, 1969). Upon introducing the term in the literature, Scriven
explained that metaevaluation has both a theoretical function and a practical one. The
former, he said, is "the methodological assessment of the role of evaluation" (p. 36). The
latter "is concerned with the evaluation of specific evaluative performances" (p. 36). The
Standards comprise criteria for the evaluation of specific evaluative performances. Such
"performances" may be in the form of a single evaluation, a set of evaluations, or an
evaluation system (Cooksy & Caracelli, 2005). Metaevaluation and alternative criteria for
evaluating evaluations are discussed in more detail in Chapter II.

Need for the Study
The importance of the Program Evaluation Standards to the evaluation discipline, the
lack of prior research on the Standards, and the essential need for reliability in evaluative
judgments point to a need for the present study. Each of these issues is discussed in this
section.

Prominence of the Program Evaluation Standards
The Standards have considerable prominence in the evaluation world. Their use is
recommended by the Centers for Disease Control and Prevention (CDC) (1999), Federal

Railroad Administration (FRA) (2008), National Science Foundation (NSF) (Frechtling,
2002), and U.S. Government Accountability Office (GAO) (2007). They are approved by
the American National Standards Institute (ANSI) as an American National Standard
Qoint Committee, 1994). Some of evaluation's most distinguished scholars and
practitioners, including Patton (2008), Scriven (2007), and Stufflebeam (2001) identify
The Program Evaluation Standards (Joint Committee, 1994) as one of the most important
sources of criteria for assessing evaluation quality, if not the most.
According to the Joint Committee, the Standards are to be used for guiding and
assessing evaluations in educational settings in North America (Joint Committee, 1994;
Stufflebeam, 2004). However, use of the Standards has spread beyond the initial
intended scope. They have been applied in evaluations outside of North America (e.g.,
Chatterji, 2005) and in noneducation contexts, such as community development (e.g.,
Renger, Passons, & Cimetta, 2003; Stufflebeam, Gullickson, & Wingate, 2002) and
public health (e.g., United States Department of Health and Human Services, 2005).
Evaluation associations in different countries/global regions have adapted the Standards
for use in their own contexts, including Switzerland, Germany (Widmer, 2004), and
Africa (Rouge, 2004).

Previous Research on the Program Evaluation Standards
There has been widespread acceptance and use of the Standards, but there has been little
empirical study of them. There are a few peer-reviewed articles in the evaluation
literature that demonstrate the use of the Standards for metaevaluation (Finn, Stevens,
Stufflebeam, & Walberg, 1997; Forss & Carlsson, 1997; Lynch et al, 2003; Scott-Little,
Hamann, &Jurs, 2002). Numerous dissertations have been framed as metaevaluations
that employ the Standards— most recently Condon, Counts, and Lane (2006), Momani

(2007), and Risley (2008). These works, which treat the Standards as a metaevaluation
tool, are summarized in Chapter II. There is very little published research that treats the
Program Evaluation Standards as the object of inquiry. What exists of that nature are
typically investigations of the applicability of the Standards to non-Western contexts
(e.g., Chatterji, 2005; Jang, 2000; Taut, 2000). In short, there has been very little of the
type of research that Stufflebeam and Shinkfield made an explicit call for in their 2007
book: "There undoubtedly is a potentially rich field for empirical research based on all
thirty standards and their associated guidelines and common errors" (p. 76). Such work
is important, they contended, "because only research into these theoretical constructs
[the Standards] will confirm their validity as predictors of evaluation outcomes and their
standing as validated theories" (p. 76).
Chapter II includes a comprehensive review of the literature on metaevaluation
and the Standards, which underscores the unique contribution of the present study.

Reliability in Evaluation and Metaevaluation
Professional evaluation rests on the premise that evaluation is a systematic endeavor.
The Standards represent a major effort toward making evaluation practice more
systematic. There are at least two important underlying assumptions embodied within
the Standards: (1) Adherence to the Standards will produce higher quality evaluations
(i.e., evaluations that are more useful, feasible, ethical, and accurate) and (2) Similar
judgments about the quality of a given evaluation will be reached by different individuals
when using the Standards as criteria of merit. Both assumptions are worthy of empirical
investigation, but it is the latter one that is investigated in this dissertation.
"Similar judgments" is the layman's term for interrater reliability— "the extent to
which two or more independent raters can come to exact agreement about how to assign

scores to observations based on a pre-established scoring protocol (or rubric)" (Stemler,
2007, p. 484). Reliability is a necessary but not sufficient condition for validity. For
example, if five raters assign five different ratings to an object, simple logic tells us they
cannot all be correct (i.e., valid, accurate). On the other hand, if those five raters assign
identical or very similar scores, although one cannot assume this means the scores are
accurate, a prerequisite condition for validity is achieved.
Any measurement technique has potential for error. Even the measurement of a
length of a piece of lumber may involve error, due to imperfections in the measuring
device or human error, for example. When measurement rests largely with human
judgment, the potential for error increases greatly. In the context of metaevaluation, the
Program Evaluation Standards serve as a common set of criteria against which to
measure the quality of program evaluations. However, the Standards do not constitute a
precise measuring instrument, but serve more as a heuristic device to facilitate analysis
and judgment. Metaevaluators' interpretation and application the Standards may be
mediated by numerous factors that have little to do with the actual quality of the
evaluation assessed. Such factors may include an evaluator's previous experience with
similar programs, paradigmatic predilections, conscious or unconscious biases, and
technical expertise. The endeavor of professionalizing evaluation has been focused, in
part, on increasing rigor— so as to militate against the inherent threats to validity in
program evaluation practice—while also enhancing the usefulness of evaluations.
Achieving reliability is a strong defense against reaching erroneous, invalid conclusions.

Purpose of the Study
The purpose of the study is to assess interrater reliability as measured by coefficients of
agreement among a group of thirty evaluators who were charged with the task of

assessing the quality of ten evaluations, using the Program Evaluation Standards as the
criteria. The practical purposes of the study are to generate insights to further improve
and refine the Program Evaluation Standards and educate members of the professional
evaluation community as to the benefits and/or limitations of using the Standards to
determine evaluation quality.

Research Questions
I address three questions in this dissertation:
1.

To what extent do metaevaluators agree about an evaluation's overall
quality?

2.

On which standards do metaevaluators have more or less agreement in
their judgments?

3.

On what evidence do metaevaluators base their judgments about an
evaluation's performance, and are there differences across groups
(students, practitioners, scholars)?

Scope and Context of the Study
The study focuses on raters' assessments of evaluation reports. The evaluations that were
evaluated in this study meet the Joint Committee's criteria for applicability of the
Standards. That is, they are evaluations that were conducted within North America (all in
the U.S.) and are evaluations of educational projects. Therefore, the study does not
attempt to assess the applicability of the Standards beyond their intended context.
The study was carried out in the context of a larger project funded by NSF's
Advanced Technological Education (ATE) program. The ATE program is a
Congressionally-mandated program to increase the number and quality of technicians to
meet U.S. workforce demands. The program has an annual budget of approximately $50

million and currently funds about 250 projects and regional and national centers of
excellence, mostly located at community colleges. The grants support professional
development for technician educators, curriculum materials development, development
and improvement of technician education programs, teacher preparation, and targeted
research. NSF requires each funded project and center have an evaluation of its activities
and outcomes.
This study was conducted under the auspices of an ATE center called Evaluate,
located at Western Michigan University's Evaluation Center. Evaluate is a resource
center focused on building evaluation capacity within the ATE program. The study was
part of a needs assessment to determine the strengths and weaknesses of ATE
evaluations and identify areas on which to focus capacity-building efforts. Therefore, all
the evaluations that were included in this study were of ATE projects and centers. In
addition, the evaluation practitioners who participated in the study were all involved in
evaluating ATE projects and centers. Evaluated principal investigator, Arlen Gullickson,
viewed this study as an opportunity to engage with ATE and begin a dialogue within the
ATE community around issues of evaluation quality.
Ten evaluation doctoral students, ten evaluation practitioners, and ten evaluation
scholars rated the same ten ATE evaluations using the Program Evaluation Standards as
criteria. Each participant-rater assessed two evaluation reports, so each evaluation was
independently reviewed by six persons. To supplement information provided in the
evaluation reports, the raters were encouraged to identify up to four questions that they
wanted to be answered by the clients of their assigned evaluations. I compiled these
questions and used them as the bases for phone interviews with the evaluations' clients;

the answers were supplied back to the raters. Analysis of the quantitative ratings
informed the research questions about the extent to which raters agree in their
judgments about an evaluation's quality and which aspects of evaluations are viewed
more similarly than others. Findings about the types of evidence on which raters base
their judgments were derived from analysis of the qualitative comments.

Importance of the Study
This study is the first attempt to investigate the extent to which metaevaluators agree in
their judgments about the quality of evaluations when using the Program Evaluation
Standards as criteria, as well as in the nature of the agreements or disagreements. There
have been several calls from prominent evaluation theorists for more metaevaluation in
the interest of advancing the discipline (e.g., Fitzpatrick, Sanders, & Worthen, 2004;
Ffcnry & Mark, 2003; Stufflebeam & Shinkfield, 2007). This study addresses that call, but
not simply as a mechanism to identify the strengths and weaknesses of a set of
evaluations, but rather to investigate the very nature of metaevaluation and the extent to
which individual metaevaluators produce reliable assessments of evaluation quality.
In the context of metaevaluation, reliability— as a prerequisite for validity— is
crucial because important decisions may be made based on metaevaluation results. In
formative metaevaluation, for example, decisions may be made with the intent of
improving an ongoing evaluation or to redirect resources to improve organizational
capacity in a particular aspect of evaluation. In summative metaevaluation, decisions may
concern whether to trust the primary evaluation's conclusions or to rehire a particular
evaluator. In evaluation synthesis contexts, it's critical that only sound evaluation studies
are included in a synthesis to ensure that conclusions about the overall efficacy of a

program or set of programs are not misrepresented, as decisions to continue or modify
policies or programming may be influenced by synthesis findings. Metaevaluations
conducted for research purposes are usually performed to address some question of
interest with regard to the practice of evaluation. These types of studies may inform
efforts to establish and validate evaluator competencies, develop evaluation training
workshops, produce evaluation tools and guides, or develop curriculum and field
experiences for university-based evaluation programs. In all of these contexts, it's
important that metaevaluations produce sound findings— which requires reliability— so
that sound decisions are made and resources are used wisely.

Overview of the Remaining Chapters
In Chapter II, I present a review of the literature on metaevaluation, the Program
Evaluation Standards, and concepts in reliability. In Chapter III, I describe the study's
research design and associated limitations. I present the study's findings in Chapter IV
and discuss the conclusions and their implications in Chapter V.

CHAPTER II
REVIEW OF THE LITERATURE

In this chapter, I review the literature on metaevaluation and reliability as it pertains to
evaluation. An analysis of prior metaevaluation studies illuminates the relevance of this
dissertation and its unique contribution to the literature.

Metaevaluation
The term metaevaluation was introduced by Michael Scriven in 1969. In defining it, he
explained that metaevaluation has both a theoretical function and a practical one. The
former, he said, is "the methodological assessment of the role of evaluation." The latter
"is concerned with the evaluation of specific evaluative performances" (Scriven, 1969, p.
36). A few years later, Scriven (1975) noted that metaevaluation may seem like an
"opaque neologism" to some (p. 16). It may well have been an opaque neologism in
1975, but it is no longer. Metaevaluation has taken a firm hold in evaluation theory since
then. But it is the latter function— that of evaluating particular evaluations— that has
taken hold, and metaevaluation is commonly understood as the evaluation of an
evaluation.1 Metaevaluation may focus on a single evaluation, a set of evaluations, or an
evaluation system (Cooksy & Caracelli, 2005). It is applicable to any type of evaluation,

Metaevaluation is sometimes confused with meta-analysis, but they are very different endeavors, with
meta-analysis being the aggregation and analysis of the quantitative results from multiple studies that
investigated the same phenomena.
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such as program, personnel, student, product, and policy. This review of the literature
focuses on metaevaluation as applied to program evaluations.
The remainder of the discussion of metaevaluation is organized into sections on
metaevaluation purposes, questions, criteria, methods, and practice.

Purposes
All the reasons that are invoked for why programs should be evaluated also apply to why
evaluations should be evaluated, such as to provide guidance for improvement, ensure
that resources have been expended wisely, ensure that stakeholders have been properly
engaged and respected, verify that outcomes were worthwhile and met needs, and learn
about what works and does not in particular contexts.
The range of purposes that metaevaluation serves may be grouped into four
categories: formative evaluation (Fitzpatrick, Sanders, & Worthen, 2004; Scriven, 1975;
Stufflebeam, 2001), summative evaluation (Patton, 2008; Stufflebeam, 2001; Stufflebeam
& Shinkfield, 2007), synthesis (Cooksy & Caracelli, 2005; Scott-Little, Hamann, & Jurs,
2002; Stufflebeam & Shinkfield, 2007), and research (Fitzpatrick, Sanders, & Worthen,
2004; Stufflebeam & Shinkfield, 2007). Although these purposes are distinct, they are not
mutually exclusive, and a single metaevaluation may serve multiple purposes. Note that
this is my typology (Wingate, in press), and others might argue for fewer or more
categories. Balcom (personal communication, 2009), for example, identified evaluation
capacity building as a distinct purpose, but that is essentially a formative function (for
improvement of future evaluation efforts). Smith (1981) listed several possible
metaevaluation purposes, but these too can be easily assigned to one of the four
categories indicate above, as illustrated in Table 1. In short, the four categoriesformative, summative, research, and synthesis—above seem to provide a sufficient
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typology, the categories are fairly distinct and can accommodate a host of reasons why a
metaevaluation would be conducted.
Table 1
Smith's (1981) Metaevaluation Purposes Reassigned to Wingate's (in press) Categories
Metaevaluation purpose identified
by Smith (1981)

Metaevaluation purpose identified
by Wingate (in press)

Illuminate and control for bias in evaluation
work

Formative evaluation

Assess the quality, impact, or utilization of
evaluation work

Summative evaluation

Certify evaluation work, providing for
accountability in evaluation

Summative evaluation

Redress a possible evaluation abuse

Formative/summative, depending on when it
occurs in the evaluation process

Study the nature of the evaluation process

Research

Assess the utility of a new approach to
evaluation

Research

(no parallel purpose identified by Smith)

Synthesis

Metaevaluation in relation to each of these four categories is discussed below.
The categories are treated independently not because there are unique approaches or
criteria associated with them, but to better illuminate the various purposes for and uses
of metaevaluation. This study's focus was on formal metaevaluation— a conscious and
distinct effort to assess the quality of an evaluation— although such an effort could range
from a self-assessment by the primary evaluator to a formally contracted external
metaevaluation. However, evaluations may be subject to scrutiny and assessment
through means that are not labeled as metaevaluation. Such means include review and
commentary by project advisory panels, clients, school boards, and organizational boards

of directors. These activities serve a similar function, albeit in a less overt and systematic
manner, and they are not discussed here under the auspices of formal metaevaluation.

Formative Evaluation
Formative metaevaluation takes place while an evaluation is underway in order to
provide guidance for improvement. Draft evaluation work products, such as needs
assessments and evaluation plans, instruments, protocols, and reports, may be subject to
review and feedback by a metaevaluator prior their finalization, implementation, or
dissemination. Less tangible aspects of an evaluation may also be assessed in formative
metaevaluation, such as procedures for data collection, verification, and analysis;
competence of the evaluation personnel; and responsiveness to stakeholders'
information needs.
The same arguments that are made for formative evaluation of programs can be
made for formative metaevaluation. For example, it may help ensure that wise choices
are made with regard to how to focus an evaluation, expend resources, perform analyses,
and so on. It has also been argued that formative metaevaluations reduces bias in
evaluation (Fitzpatrick, Sanders, & Worthen, 2004; Scriven, 1975). The mere presence of
a metaevaluator has the potential to reduce bias and increase rigor as an evaluation is
being implemented (Scriven, 1975), simply because the evaluator knows his or her
performance is being scrutinized, not just by the evaluation client, but by someone else
with evaluation expertise.
Some have claimed that the greatest benefit of formative metaevaluation is that it
can reveal deficiencies in the primary evaluation at a point in time when they can still be
addressed, thus preventing the determination and dissemination of invalid conclusions

and increasing the primary evaluation's utility and cost-effectiveness (Fitzpatrick,
Sanders, & Worthen, 2004; Joint Committee, 1994; Stufflebeam & Shinkfield, 2007).

Summative Evaluation
A summative metaevaluation assesses the quality of a completed evaluation—the
appropriateness of its processes and validity of its conclusions. A summative
metaevaluation may examine, for example, the extent to which evaluators delivered what
was promised, used resources efficiently, and acted ethically. In addition to informing
such accountability issues, a summative metaevaluation may serve a verification purpose,
that is to

confirm

(or disconfirm)

that

an evaluation's

conclusions

(and

recommendations, if present) were sound and justified. Summative metaevaluation that
checks the veracity of findings and appropriateness of the methods is believed to be
especially important for evaluations where stakes are high and important decisions hinge
on the results (Patton, 2008; Stufflebeam & Shinkfield, 2007).
When a summative metaevaluation validates a primary evaluation, it may add
credibility to it and enhance users' confidence in using the evaluation findings to inform
decisions to expand, modify, or cancel programs. When a summative metaevaluation
finds serious flaws in a primary evaluation, it could help prevent decision makers from
taking actions based on faulty information. Evaluation consumers, clients, and
practitioners can use summative metaevaluations in a formative manner by taking what
was learned in the summative metaevaluation and applying those lessons in their
subsequent evaluation experiences.
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Synthesis
Metaevaluation may also be performed as a precursor to synthesizing findings across
evaluations of a particular program or set of programs (Cooksy & Caracelli, 2005; Kruse,
2005; Scott-Little, Hamann, & Jurs, 2002; Stufflebeam & Shinkfield, 2007). Such
syntheses are undertaken to achieve a deeper understanding of the effectiveness of a
certain type of intervention or program. In this case, metaevaluation is a means to an end
in that it is a tool for determining which evaluations are of sufficient quality to be
included in a synthesis of findings to address questions about the quality or effectiveness
of programs—not evaluations. Metaevaluation is a critical step in such syntheses,
whether qualitative or quantitative (i.e., meta-analytic), so that methodologically weak
evaluations (Cooksy & Caracelli, 2005; Leeuw & Cooksy, 2005) or those with incorrect
conclusions may be appropriately excluded. Syntheses, as Leeuw and Cooksy aptly point
out, "are only as good as the evaluations they synthesize" (p. 96).

Research
It has been suggested that metaevaluation is a useful vehicle for conducting research on
evaluation (Fitzpatrick, Sanders, & Worthen, 2004; Henry & Mark, 2003; Stufflebeam &
Shinkfield, 2007). Here the focus is on addressing questions about the practice and/or
use of evaluation. Stufflebeam and Shinkfield (2007) advocate for more empirical
research on evaluation that will facilitate the development of "research-based principles
for conducting program evaluation" (p. 73). The evaluation theories that prevail today
are mostly prescriptions for practice and have not been systematically examined in
empirical studies. Stufflebeam and Shinkfield have identified numerous hypotheses about
evaluation that have been proffered in conference presentations and literature on
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evaluation that could be subject to empirical investigation. Several of these— such as the
ones listed below— could be addressed through metaevaluation:
•

Appropriate application of evaluation and standards and principles
enhances an evaluation's quality and resolution of ethical problems....

•

Stakeholder involvement enhances use of evaluation findings....

•

Participatory and collaborative approaches used for capacity building
enhance program effectiveness and increase evaluation use....

•

Effectiveness of employment of a variety of reporting strategies beyond
the written report, applied differentially to audiences, increases their use
of findings.... (pp. 71-73)

In order to test hypotheses such as these, researchers must be able to discern
evaluation quality, effectiveness, usefulness, ethicality, cost effectiveness, etc. Making
judgments about these aspects of evaluations is the domain of metaevaluation.

Questions
By nature, metaevaluation focuses on questions about an evaluation's merit and worth.
Stufflebeam and Shinkfield (2007) articulate the fundamental question of merit as "how
well [the evaluation] meets the requirements of a sound evaluation" and the fundamental
question of worth as "the extent to which it meets the audiences' needs for evaluative
information" (p. 667). Patton (2008) suggests some basic metaevaluation questions that
focus on evaluation processes: "To what extent was the [evaluation] implemented as
designed? What adaptations occurred during implementation and what are the
implications of those adaptations for intended and unintended outcomes?" (p. 570). The
Joint Committee (1994) identifies the following questions among those that might be
addressed in a metaevaluation:
•

Were the findings for the program evaluation clear?

•

Were the design and implementation of the design appropriate for the
study?

•

Were the conclusions justified by the data?

•

Were the results adequately disseminated? Were they used? (Joint
Committee, 1994, p. 186)

Regardless of the particular focus or verbiage of metaevaluation questions, the
overarching issues that have been put forth in the literature on metaevaluation typically
concern evaluation merit (i.e., How good was the evaluation?) and/or worth (i.e., Was it
worth the investment?). How these questions are answered depends on the criteria used
to define quality and value.

Criteria
Questions define the scope of inquiry in a metaevaluation and criteria provide the basis
for arriving at judgments in relation to those questions. The traditional (positivist) criteria
for assessing research quality are validity, generalizability, reliability, and objectivity
(Coryn, 2007). Two sets of alternative criteria emerged from within the constructivist
research paradigm. One set—referred to as the "trustworthiness" or "parallel" criteriaalign directly with the aforementioned traditional criteria; they are labeled as credibility,
transferability, dependability, and confirmability (Guba & Lincoln, 1989). Another set,
called "authenticity" criteria, are more firmly grounded in the constructivist tenets of
relativism, transactional subjectivism, and hermeneutic-dialecticism (see Guba & Lincoln,
2001). The authenticity criteria include fairness, ontological authenticity, educative
authenticity, catalytic authenticity, and tactical authenticity (Guba & Lincoln, 1989).
When professional evaluation was still in its infancy, it became apparent that
alternative criteria were needed to assess evaluation quality that were "sensitive to the
unique aspects of evaluation which differentiate it from research and other forms of

field-based inquiry" (Smith, 1981, p. 267). Both the traditional and constructivist sets of
criteria may be viewed as "top-down" efforts by researchers and theoreticians to define
what constitutes high-quality research according to a particular paradigmatic bent.
Moreover, they were developed for application to basic research, not evaluation.
Separate efforts have been made by U.S.-based organizations to develop criteria for
evaluating evaluations that are grounded in practice and the experiences of those who
conduct evaluations, use evaluation results, commission evaluations, and have their work
evaluated—criteria that are "sensitive to the unique aspects of evaluations" (Smith,1981,
p. 267). As noted by Cooksy and Caracelli (2009), different evaluation approaches invoke
different criteria for assessing evaluation quality. Various theorists and approaches have
emphasized different

aspects of evaluation, such as stakeholder engagement,

transparency, utility, and cultural competence (see Cooksy & Caracelli, 2009, p. 2).
However, there are sets of codified standards or principles that define evaluation quality,
which are intended to be applicable to a wide variety of evaluation approaches and
settings. In the U.S., these include the now-obsolete Evaluation Research Society (ERS)
Standards for Program Evaluation, (ERS, 1982, cited in Stufflebeam & Shinkfield, 2007),
AEA Guiding Principles for Evaluators (AEA, 2004), U.S. Government Auditing
Standards (USGAO, 2007), and the Program Evaluation Standards (Joint Committee,
1994). Other sets of standards have been developed for use in international settings,
particularly in the area of development aid (Development Assistance Committee, 1991;
Rugh, 1999; UN., 2005). Given that each set of standards or principles is essentially a
definition of what constitutes high-quality evaluation in the contexts for which they were
developed, they embody criteria for evaluating evaluations and could be used as such for
metaevaluation purposes. Each is discussed in turn; the Program Evaluation Standards
are given greatest attention, since they are the focus of this dissertation.
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ERS Standards for Program Evaluation
About the same time the Joint Committee on Standards for Educational Evaluation was
developing the Program Evaluation Standards, the Evaluation Research Society (one of
the two precursor organizations to the American Evaluation Association) put forth its
own standards for program evaluation. As described by Stufflebeam and Shinkfield
(2007), the ERS standards, "were fifty-five brief admonitory statements divided into the
following categories: Formulation and Negotiation, Structure and Design, Data
Collection and Preparation, Data Analysis and Interpretation, Communication and
Disclosure, and Use of Results" (p. 86). ERS and the Evaluation Network merged in
1986 to form the American Evaluation Association. The new organization did not
formally adopt the ERS standards and in 1994, AE A published its Guiding Principles of
Evaluators, which are described in the next section (AEA, 2004).

AE A Guiding Principles for Evaluators
The AEA Guiding Principles for Evaluators (AEA, 2004) provide general guidance for
how professional evaluators should conduct themselves. The principles include twentyfive statements organized into five general categories: systematic inquiry, competence,
integrity/honesty, respect for people, and responsibilities for general and public welfare
(AEA, 2004). As suggested by their title, Guiding Principles for Evduators, these
statements are focused on evaluators, not evaluations. This is especially evident in the
section on competence, as it speaks to competence to practice evaluation in general. For
example, the final principle concerning competence states that "evaluators should
continually seek to maintain and improve their competencies, in order to provide the
highest level of performance in their evaluations" (n.p.). This is not a criterion for
judging a particular evaluation. However, Stufflebeam, Goodyear, Marquart, and

Johnson (2005) developed a metaevaluation checklist based on the Guiding Principles
that attempts to operationalize the principles such that they can be applied as criteria for
evaluating evaluations.

U.S. Government Auditing Standards
The United States Government Accountability Office's "Yellow Book" (2007) includes
standards for financial audits, attestation engagements, and performance audits
conducted by and for U.S. federal agencies. Program evaluation is encompassed by what
the GAO calls "performance audits." These GAO standards feature four overarching
standards of independence, professional judgment, competence, and quality control and
assurance. Following a discussion of these general standards, separate chapters are
devoted to standards for fieldwork and standards for reporting for each type of activity
(financial audits, attestation engagements, and performance audits). Although the GAO
standards have not been used widely for metaevaluation purposes— at least that is what
is evidenced in the published literature—their use has been recommended by
Stufflebeam (Stufflebeam & Shinkfield, 2007), a leading proponent of metaevaluation,
and at least two dissertations on evaluation topics (see Appendix D) applied them as
metaevaluation criteria.

Program Evaluation Standards
As described in Chapter I, the Program Evaluation Standards were put forth by the Joint
Committee on Standards for Educational Evaluation as a set of standards specifically
tailored to the program evaluation context. The subtitle of The Program Evaluation
Standard (Joint Committee, 1994) book, which is How to Assess Evaluations (f Educational
Programs, reveals why these standards figure so prominently in discussions of
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metaevaluation. The thirty Program Evaluation Standards are organized around the four
domains of utility, feasibility, propriety, and accuracy. Table 2 lists each of the standards.
The Program Evaluation Standards book provides a substantial amount of supporting
information in the form of a description of each standard, guidelines, common errors,
and illustrative cases. The Program Evaluation Standards are by far the most commonly
used metaevaluation criteria, as evidenced in the published literature (see Appendix D).
Stufflebeam (1999) has created a metaevaluation checklist based on these standards.
Table 2
The Program Evaluation Standards Qoint Committee, 1994)
Utility Standards: The utility standards are intended to ensure that an evaluation will serve the information
needs of intended users.
Ul Stakeholder
Identification

Persons involved in or affected by the evaluation should be identified, so that
their needs can be addressed.

U2 Evaluator
Credibility

The persons conducting the evaluation should be both trustworthy and
competent to perform the evaluation, so that the evaluation findings achieve
maximum credibility and acceptance.

U3 Information Scope Information collected should be broadly selected to address pertinent questions
and Selection
about the program and be responsive to the needs and interests of clients and
other specified stakeholders.
U4 Values
Identification

The perspectives, procedures, and rationale used to interpret the findings should
be carefully described, so mat the bases for value judgments are clear.

U5 Report Clarity

Evaluation reports should clearly describe the program being evaluated, including
its context, and the purposes, procedures, and findings of the evaluation, so that
essential information is provided and easily understood.

U6 Report Timeliness
and Dissemination

Significant interim findings and evaluation reports should be disseminated to
intended users, so that they can be used in a timely fashion.

U7 Evaluation Impact

Evaluations should be planned, conducted, and reported in ways that encourage
follow-through by stakeholders, so that the likelihood that the evaluation will be
used is increased.

Table 2— Continued
Feasibility Standards: The feasibility standards are intended to ensure that an evaluation will be realistic,
prudent, diplomatic, and frugal.
Fl Practical
Procedures

The evaluation procedures should be practical to keep disruption to a minimum while
needed information is obtained.

F2 Political
Viability

The evaluation should be planned and conducted with anticipation of the different
positions of various interest groups, so that their cooperation maybe obtained, and so
that possible attempts by any of these groups to curtail evaluation operations or to bias
or misapply the results can be averted or counteracted.

F3 Cost
Effectiveness

The evaluation should be efficient and produce information of sufficient value, so that
the resources expended can be justified.

Propriety Standards: The propriety standards are intended to ensure that an evaluation will be conducted
legally, ethically, and with due regard for the welfare of those involved in the evaluation, as well as those
affected by its results.
PI Service
Orientation

Evaluations should be designed to assist organizations to address and effectively serve
the needs of the full range of targeted participants.

P2 Formal
Agreements

Obligations of the formal parties to an evaluation (what is to be done, how, by whom,
when) should be agreed to in writing, so that these parties are obligated to adhere to all
conditions of the agreement or formally to renegotiate it.

P3 Rights of
Human Subjects

Evaluations should be designed and conducted to respect and protect the rights and
welfare of human subjects.

P4 Human
Interactions

Evaluators should respect human dignity and worth in their interactions with other
persons associated with an evaluation, so that participants are not threatened or
harmed.

P5 Complete and
Fair Assessment

The evaluation should be complete and fair in its examination and recording of
strengths and weaknesses of the program being evaluated, so that strengths can be
built upon and problem areas addressed.

P6 Disclosure of
Findings

The formal parties to an evaluation should ensure that the full set of evaluation
findings along with pertinent limitations are made accessible to the persons affected by
the evaluation and any others with expressed legal rights to receive the results.

P7 Conflict of
Interest

Conflict of interest should be dealt with openly and honestly, so that it does not
compromise the evaluation processes and results.
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Table 2— Continued
P8 Fiscal Responsibility The evaluator's allocation and expenditure of resources should reflect sound
accountability procedures and otherwise be prudent and ethically responsible, so
that expenditures are accounted for and appropriate.
Accuracy Standards: The accuracy standards are intended to ensure that an evaluation will reveal and
convey technically adequate information about die features that determine worth or merit of the program
being evaluated.
Al Program
Documentation

The program being evaluated should be described and documented clearly and
accurately, so that the program is clearly identified.

A2 Context Analysis

The context in which the program exists should be examined in enough detail,
so that its likely influences on the program can be identified.

A3 Described Purposes The purposes and procedures of the evaluation should be monitored and
and Procedures
described in enough detail, so that they can be identified and assessed.
A4 Defensible
Information Sources

The sources of information used in a program evaluation should be described in
enough detail, so that the adequacy of the information can be assessed.

A5 Valid Information

The information-gathering procedures should be chosen or developed and then
implemented so that they will assure that the interpretation arrived at is valid for
the intended use.

A6 Reliable
Information

The information-gathering procedures should be chosen or developed and then
implemented so that they will assure that the information obtained is sufficiently
reliable for the intended use.

A7 Systematic
Information

The information collected, processed, and reported in an evaluation should be
systematically reviewed, and any errors found should be corrected.

A8 Analysis of
Quantitative
Information

Quantitative information in an evaluation should be appropriately and
systematically analyzed so that evaluation questions are effectively answered.

A9 Analysis of
Qualitative information in an evaluation should be appropriately and
Qualitative Information systematically analyzed so that evaluation questions are effectively answered.
A10 Justified
Conclusions

The conclusions reached in an evaluation should be explicitly justified, so that
stakeholders can assess them.

All Impartial
Reporting

Reporting procedures should guard against distortion caused by personal feelings
and biases of any party to the evaluation, so that evaluation reports fairly reflect
the evaluation findings.
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Table 2— Continued
A12
Metaevaluation

The evaluation itself should be formatively and summatively evaluated against these and
other pertinent standards, so that its conduct is appropriately guided and, on
completion, stakeholders can closely examine its strengths and weaknesses.

Note: Reprinted with permission of the Joint Committee on Standards for Educational Evaluation.

The importance of the Program Evaluation Standards also stems from their
certification as American National Standards by the American National Standards
Institute (ANSI). ANSI requires that the standards it certifies are developed in
accordance with "essential requirements for due process" (ANSI, 2009, p. 4). These
requirements include
•

openness, meaning everyone who is affected by the activity for which the
standards are being developed has the opportunity to participate in the
process

•

lack of dominance, meaning no single "interest category, individual, or
organization" (p. 4) carries undue influence over the process to the
exclusion of other legitimate viewpoints

•

balance, so that diverse perspectives and interests are sought

•

coordination and harmonization, to avoid conflicts with other existing and
potential American National Standards

•

notification cfstandards development, to ensure that all affected individuals are
aware of the opportunity to participate

•

consideration cfiieus and objections, requiring that all written comments be
considered

•

consensus, such that two-thirds of the "consensus body" (the entity
responsible for the standards development process) approves the
standards

•

appeals, so that there is a mechanism for handling appeals when there is
concern that a "technical issue was not afforded due process" (p. 4)
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•

written procedures, ensuring that the standards development process has
publicly available documented procedures (ANSI, 2009, pp. 4-9)

International Evaluation Standards
A number of international organizations have developed their own criteria for assessing
evaluations. ALNAP (2005), the Active Learning Network for Accountability and
Performance in Humanitarian Action, for example, has developed a tool for rating
evaluations of humanitarian interventions, called the "Quality Proforma." UNICEF
(2004), which includes the Program Evaluation Standards as part of its policy on
evaluation, developed its own standards for evaluation reports. The United Nations
(UN) Evaluation Group (2005) has developed standards to guide the management,
conduct, and use of evaluation with the UN system; these standards also identify
competencies for evaluators. The Development Assistance Committee (DAC) of the
Organization for Economic Co-operation and Development established criteria for
evaluating development assistance, commonly referred to as the "DAC Criteria"
(Development Assistance Committee, 1991). CARE International's Design, Monitoring,
and Evaluation unit developed standards to guide project design, implementation, and
evaluation of its relief and development programs. The inclusion of the evaluation
standards with CARE's standards for project design and implementation reflects an
emphasis on formative evaluation to serve project improvement (Rugh, 1999). National
and regional evaluation associations outside of North America have developed standards
for evaluation within their own geographic and cultural contexts (Morris, in press). These
include African Evaluation Association (2000), Australasian Evaluation Society (n.d.),
DeGEval (Germany) (n.d.), Switzerland (Widmer, Landert, & Bachmann, 2000), and the
UK Evaluation Society (2008).
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Approaches
Stufflebeam (2001; Stufflebeam & Shinkfield, 2007) has prescribed a practical, generic
approach to metaevaluation that involves eleven tasks, which parallel the tasks in primary
evaluation:
Staff the metaevaluation team with one or more qualified evaluators.
Identify and arrange to interact with the metaevaluation's stakeholders.
Define the metaevaluation questions.
Agree on standards, principles, or criteria to judge the evaluation system
or particular evaluation.
Issue a memo of understanding or negotiate a formal metaevaluation
contract.
Collect and review pertinent available information.
Collect new information as needed.
Analyze and synthesize the findings.
Judge the evaluation's adherence to appropriate standards, principles,
and/or criteria.
Convey the metaevaluation findings through reports, correspondence,
oral presentations, and other ways.
As appropriate, help the client and other stakeholders interpret and apply
the findings. (Stufflebeam & Shinkfield, 2007, p. 663)
The options for data collection methods and analytic techniques for
metaevaluation include all of those that are used in primary evaluation. Metaevaluations,
whether formative or summative, typically include review of evaluation report and
possibly background materials, such as plans, meeting minutes, instruments, protocols,
and reports—i.e., "pertinent available information," noted in Task 6 above. Such
documents, however, cannot tell the full story about an evaluation, which is why it is
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followed by Task 7, which calls for the acquisition of additional information. Additional
information may be collected through a variety of means, such as interviews, focus
groups, surveys, observations, and advocate-adversary techniques. Presumably,
methodological choices would be based on the metaevaluation questions and criteria
with consideration of the scope of the metaevaluation.
Cook and Gruder's (1978) typology of metaevaluation approaches provides a
different way to conceptualize how to approach the task of metaevaluation. According to
their typology, considerations are whether the metaevaluation takes place after the
primary evaluation or concurrently, whether data collected for the primary evaluation are
manipulated, and whether there are one or multiple data sets. The seven basic
approaches to metaevaluation as defined by Cook and Gruder are as follows:
•

Essay review of an evaluation report

•

Review of the literature about a specific program

•

Empirical reevaluation of an evaluation or program

•

Empirical reevaluation of multiple data sets about the same program

•

Consultant metaevaluation

•

Simultaneous secondary analysis of raw data

•

Multiple independent replications (p. 17)

Most of these types of self-explanatory, although the first and fifth may need
explanation. An "essay review of an evaluation report" is defined by Cook and Gruder as
an "after-the-fact commentary on a single set of evaluation data that are not reanalyzed"
(p. 18). They define "consultant metaevaluation" as "attempts to judge and improve an
evaluation while it is under way by means of feedback from one or more consultants
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who continuously monitor the primary evaluation but do not themselves manipulate
data"— what we now would refer to as "formative metaevaluation."
Cook and Gruder's (1978) metaevaluation typology was an influential
contribution to early conceptualizations of metaevaluation, but is somewhat dated in
light of developments in evaluation that have occurred over the past thirty years. For
example, since it was published prior to the issuance of the first edition of The Program
Evdmtion Standards in 1981, it lacks references to standards for judging evaluations. And,
although the formative/summative functions of metaevaluation are implicit in the
dichotomy of whether metevaluations are conducted "subsequent to" or "simultaneous
with" primary evaluations, the formative/summative terminology, which has become so
entrenched in how evaluators think and talk about evaluation, is absent. Nonetheless, the
range of options suggested by Cook and Gruder is broader than what is offered by more
contemporary writings on metaevaluation.
Smith (1981) identified possible forms of metaevaluation as follows:
•

Collective professional discussions

•

Secondary data analysis studies

•

Performance audits

•

Application of formal standards

•

Comparative empirical studies

•

Research on evaluation methods

•

Administrative review procedures

•

Public review hearings

•

Methodological critiques

•

Formal criticisms (pp. 267-268)

Smith was careful to call these "forms" and not methods and noted that they are
"neither exhaustive nor mutually exclusive" (p. 268).
Scriven (2007) suggests three options that overlap Cook and Gruder's (1978)
typology substantially
•

Replicate evaluation using same methodology and compare results

•

Evaluate same evaluand using different methodology and compare
results

•

Apply Scriven's (2007) Key Evaluation Checklist, The Program Evaluation
Standards (Joint Committee, 1994; Stufflebeam, 1999), or Government
Accountability Office (2007) standards to the evaluation

The first two approaches above and their correlates in Cook and Gruder's
typology are applicable to summative metaevaluations that are conducted to check on
the accuracy of a primary evaluation's findings. Scriven (1975) recommended a
procedure for reaching "convergence" when independent evaluations are conducted of
the same evaluation, whereby the involved evaluators critique each other's reports, then
modify their own based on the feedback. This process is critical for achieving
metaevaluative objectives— otherwise the client just has two evaluations of the same
program, which may or not agree. The application of standards or criteria, indicated by
the last option above, can address accuracy, but also facilitates a focus on evaluation
processes.
Guidance is available for how to apply the criteria embodied in The Program
Evaluation Standards (Joint Committee, 1994) to reach judgments about evaluation quality.
The Standards book includes a chapter on applying the standards, which recommends
that metaevaluators rate an evaluation on each standard in terms of whether the standard
was "addressed," "partially addressed," "not addressed," or "not applicable." The book
also provides guidelines and common errors for each standard, which help to elaborate

criteria for judging evaluative efforts, and case examples that show how evaluations
function effectively or falter in relation to the individual standard. Fitzpatrick, Sanders,
and Worthen (2004) illustrate how a checklist could be developed for evaluating specific
aspects of an evaluation, with specific sub-criteria to support each standard, and they
provide an example of a checklist designed to assess evaluation reports and designs.
Stufflebeam (1999) designed an elaborate checklist for evaluating evaluations based on
The Pro-amEvdmtion Standards. His checklist includes subcriteria for each standard and a
scoring system to facilitate the interpretations of ratings. Use of this checklist is also
suggested by other prominent advocates of metaevaluation (e.g., Fitzpatrick, Sanders, &
Worthen, 2004; Patton, 2008; Scriven, 2007).
Regardless of the criteria, approach, or tools one uses in metaevaluation, it is
almost a necessity that there be a connoisseurial (Eisner, 1983) element to it, or what
Datta (1999) calls the "I know it when I see it" (p. 346) approach to metaevaluation.
Rigorous and extensive data collection is not typically practical in the metaevaluation
context, and in the absence of such data, metaevaluators must bring to bear their expert
knowledge in evaluation, in combination with what they learn about the particular
evaluation through additional means.
In his most recent published writing on metaevaluation, Scriven (2009) likened
metaevaluation to scholarly peer review. This analogy brings to the fore the role of
expert judgment in metaevaluation. Ffe made the comparison in advocating for greater
acceptance and use of metaevaluation by evaluation practitioners: "To get an expert's
comments on [evaluation] work before submitting it is therefore not a confession of
weakness, but just a recognition that— as they often say to their clients— an independent
expert's look at one's work often generates insights that help to improve it" (p. iv). This
speaks to the formative function of metaevaluation. The parallel between peer review

and summative metaevaluation is especially apparent in Coryn and Scriven's description
of peer review as a "process used to evaluate individual researchers or research products
for decisions about employment, promotion, publication, awards ..., and funding of
research projects" (p. 2).

Practice
The previous four sections have conveyed key aspects of what has been prescribed in the
literature in terms of why metaevaluation are conducted, what questions should be
addressed, what criteria should be applied, and the approaches that can be used. In
contrast, this section on metaevaluation practice examines the characteristics of actual
metaevaluations that have been report in published literature.
I conducted a search of research databases (Dissertation and Theses, Education
Abstracts, and Social Sciences Gtation Index) and dominant evaluation journals
(A rrmcan Journal cf Evaluation, Evaluation, New Directions for Evaluation) using the terms
"metaevaluation" and "Program Evaluation Standards." This resulted in the
identification of fifty-four publications that described metaevaluation studies— no date
parameters were set. I classified these studies in terms of their methods, data sources,
criteria, and the number of metaevaluators involved in the study. I chose these features
for analysis because of their relevance to the focus of this dissertation.

Methods
Forty-nine of the fifty-four metaevaluations identified the methods that were employed.
Table 3 indicates how many studies reported using a particular method.
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Table 3
Methods Used in Metaevaluations
Document
review

.
Interview

Selfassessment

14

10

T

Site
••
visit

r

Survey
'

Focus
group

Case
•
study

Number and
percentage of
re onecTuskf
method (N =
49)

37

( 76% )

( 29% )

( 20% )

3

^

3

^

1

^

1

^

The dominant method was document review, reportedly used in thirty-seven
studies (76%). Documents reviewed were typically evaluation reports, but sometimes
included other materials, such as instruments, plans, and correspondence. Document
review was the only method used in twenty-three of these cases. The next most common
method was interviews (with program and/or evaluation personnel), which was used in
fourteen of the studies (29 percent of those that identified the methods used). Interviews
were also used in concert with an additional method (mostly commonly document
review). Self-assessment was used in twenty-percent of the cases; these were all
dissertations. Other methods employed include surveys (6%), site visits (6%), focus
groups (2%) and case studies (2%). Two-thirds of the studies that identified the methods
used employed a single method, twenty-four percent used two methods, and eight
percent used three methods. Appendix B identifies the methods used in each study.

Data Sources
Given that the predominant methods used in the metaevaluations were document review
and interviews, it follows that most common data sources were evaluation reports and
program/evaluation personnel. Table 4 identifies the data sources used by the studies
reviewed; details are provided in Appendix C
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Table 4
Data Sources Used in Metaevaluations

Number and percentage of
studies that reported using
data sources (N = 47)

Evaluation
,
documents

„
,
Personnel

Original
, ? ,
evaluation data

„.,
Observations

37 (79%)

22 (47%)

1 (2%)

1 (2%)

Of the forty-seven studies that identified the data sources used, seventy-nine
percent examined evaluation documents—mostly reports, but some also considered
other materials, such as instruments, plans, and correspondence. Forty-seven percent
obtained data from individuals (this number includes the ten studies that employed selfassessment as a method). Twenty-three percent of the studies included both evaluation
documents and program/evaluation personnel as data sources. One study examined the
original evaluation data and one included observations as a data source. The mean
number of sources used per study was 1.4.

Criteria
Of the forty-eight studies that identified the criteria used, forty-eight percent employed
the Program Evaluation Standards, as shown in Table 5. Criteria used in forty percent of
the studies were idiosyncratic. That is, they were either developed specifically for that
particular metaevaluation context (i.e., "tailored") or they were "emergent (Cooksy &
Caracelli, 2009) from the investigator's interpretation of the evaluations' strengths and
weaknesses. Three cases invoked the GAO Standards, two used the AEA Guiding
Principles, and two applied constructivist criteria. Eight studies used other established
criteria, such as UNICEF's (2004) evaluation criteria, the African Evaluation Guidelines,
standards for online surveys, criteria for mixed-method evaluations, and Scriven's Key
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Evaluation Checklist. The table in Appendix D identifies the criteria used by each studythat was reviewed.
Table 5
Criteria Used in Metaevaluations
PES
Number and
percentage of
studies that
reported using
criteria (N =
48)

23(48%)
x

'

Idiosyncratic
J

GAO

AEA

. .
structivist

established
. .
criteria

tion

19(40%)

2(4%)

2(4%)

9(6%)

8(15%)

2(4%)

Number of Metaevaluators
As summarized in Table 6, of the forty-seven studies that identified the number of
metaevaluators involved, two-thirds used a single metaevaluator; fifteen percent involved
two metaevaluators; and another fifteen percent used three. Four metaevaluators were
involved in one study, five in another. The table in Appendix E indicates how many
metaevaluators were involved in each study.
Table 6
Number of Metaevaluators
1
Number and percentage
of studies that reported
number of
metaevaluators (N = 47)

31 (66%)

7 (15%)

7 (15%)

1 (2%)

1 (2%)

In summary, it is evident that the dominant approach to metaevaluation is for a
single metaevaluator to rely on evaluation reports to reach judgments of quality in
relation to the Program Evaluation Standards. In some cases, documents were
supplemented by interviews and studies are conducted in teams of two individuals. Thus,
the present study was designed to employ the features of a "typical" metaevaluation.

Reliability
In this final section of the literature review, I discuss the importance of reliability in
metaevaluation, highlight why interrater reliability is the type of reliability of interest in
metaevaluation, present alternative means for measuring reliability, and review factors
that can affect interrater reliability.

Reliability in Metaevaluation
Behind the push for metaevaluation that is evident in the literature on evaluation is a
strong interest in improving the quality and utility of program evaluations. However,
there has been no research on the extent to which metaevaluations produce valid results
that can be used to improve current and future evaluations. Arguing for the need for
metaevaluation, Shwartz and Mayne (2004, quoted in Leeuw & Cooksy, 2005) note,
"While evaluative information has become widely available, relatively little attention has
been paid to issues of quality including reliability, validity, credibility, legitimacy,
timeliness, and relevance. Yet evaluative information that lacks these characteristics
stands little chance of legitimately enhancing performance, accountability, and
democratic governance" (p. 97). The same argument could be applied to metaevaluation.
That is, metaevaluation must be reliable, valid, and credible in order to have the desired
impact on evaluation— specific evaluative performances and the discipline overall. Yet

metaevaluation, as a process that relies heavily on human interpretation and judgment, is
particularly vulnerable to "error factors," including "evaluator biases and idiosyncrasies,
[and] scoring subjectivity" (AERA, APA, &NGME, 1999).
In order for metaevaluation to serve its intended purposes effectively—whether
formative, summative, synthesis, or research, it has to yield valid information about the
evaluation(s) in question. Validity, in research and measurement terms, is the degree to
which a data-gathering process measures that which it is intended to measure (Furr &
Bacharach, 2008; Joint Committee, 1994). In the context of metaevaluation, validity is
the extent to which the process of gathering information about an evaluation and
applying criteria to that information yields accurate conclusions about that evaluation's
quality. A critical prerequisite for validity is reliability "if repeated measurement yields
disparate scores, we cannot have confidence in their validity" (Hopkins & Stanley, 1981,
p. 114).
Generally speaking, reliability "pertains to the consistency of [a] tool across
different contexts" Quni, 2007, p. 834). There are three main aspects of reliability with
regard to a single tool or procedure: (1) consistency of a tool when applied to the same
object by different individuals (interrater reliability); (2) consistency when applied to the
same object at different times (test-retest reliability); and (3) interrelatedness of the tool's
component parts (internal consistency) (Goodwin, 2001; Juni, 2007; Salkind, 2009,
Strube, 2000). In the context of metaevaluation, the type of reliability of interest is
interrater reliability— discussed below— because metaevaluation stakeholders should be
able to have confidence that the results of one metaevaluation (typically done by one or
two individuals) would be similar to those of another metaevaluation of the same
evaluation, assuming the same criteria (or "tool") were used. That is, they should have
confidence that the results are not idiosyncratic.
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Interrater Reliability
Interrater reliability is the extent to which scores obtained from multiple raters (two or
more) are free from variation (Goodwin, 2001; Stemler, 2007). It is pertinent when a
rating procedure involves opinion or subjective judgment (Goodwin, 2001). There are
two distinct types of interrater reliability: agreement (or consensus) and consistency
(Goodwin & Goodwin, 1999; Stemler, 2007). Interrater agreement is the extent to which
raters independently reach exact agreements— consensus— in how they score a given
object (Stemler, 2007). This type of reliability has also been called "absolute reliability"
(AERA, APA, & NCME, 1999; Goodwin, 2001). Interrater consistency is the degree to
which raters are systematic in their scoring, such that they rank the objects being rated in
the same way. This type of reliability has also been referred to as "relative reliability"
(AERA, APA, & NCME, 1999; Goodwin, 2001). As Stemler (2007) explains, there can
be interrater consistency without the presence of interrater agreement: "For example, if
one rater gave scores that were always two points lower than the second raters, the two
raters would have low consensus estimates of interrater reliability, but high consistency
estimates" (p. 484). Metaevaluations are generally undertaken to produce judgments of
quality about evaluative performances, not rank multiple evaluative performances.
Therefore, in the context of metaevaluation, there is a need to know about agreement as
well as consistency.

Measuring Interrater Reliability
With regard to measuring interrater reliability, correlational techniques are adequate for
measuring consistency, but alternative methods are needed for measuring actual
agreement. There are several techniques for assessing interrater agreement. The simplest
way is to calculate the percent of agreement, which involves simply counting the number

the total number of agreements between raters and dividing that number by the number
of possible agreements. A major limitation of this approach is that it does not account
for agreement due to chance, which leads to an overestimation of reliability. The kappa
statistic is a measure of agreement that does take chance agreements into account
(Goodwin, 2001; Portney & Watkins, 1993). Kappa is adequate for measuring interrater
agreement, but it does not yield any information as to the sources of variance
(disagreement), which is particularly useful when one is interested not just in measuring
agreement, but understanding the nature of agreement or disagreement that results from
a particular procedure.
A generalizability study ("G study") is particularly well-suited to the study of
interrater agreement in metaevaluation contexts because the emphasis is on the reliability
of a procedure used in different settings, in different ways, by different individuals. G
studies are designed to estimate consistency "subsequent to the G study, in which
conditions different from those in the G study might occur," with the focus on "the
dependability of the measurement procedure in a wide variety of settings and when used
in different ways" (Goodwin, 2001, p. 20). Thus, the lack of uniformity in how the raters
perform their tasks is not a major limitation in a G-study. The Standards for Educational
and Psychological Testing (AERA, APA, & NCME, 1999) recommend G-studies when
measurement involves observations or evaluations of products (and metaevaluation falls
in this category). The intraclass correlation coefficient (ICC), the index of reliability
generated by a G-study, takes into account both "correspondence and agreement among
ratings" (Portney & Watkins, 1993, p. 509). The G-study technique also produces
estimates of the sources of variance in ratings (Goodwin, 2001). In metaevaluation,
ideally the variance in ratings would be associated with the evaluations (targets) being
rated and not the individual raters or an unknown or idiosyncratic source.

Reliability coefficients range from 0 to 1. The larger the coefficient, the greater
the reliability. Essentially, a reliability coefficient is the proportion of variance in
observed scores that is due to difference among true scores. Some researchers have set
forth clear suggestions as to how to interpret reliability coefficients. Landis and Koch
(1977), for example, recommended Cohen's kappa values of 0 to .20 be interpreted as
slight agreement, .21 to .40 as fair agreement, .41 to .60 as moderate, .61 to .80 as
substantial, and .81 to 1.0 as almost perfect. George and Mallery (2003) offer more
conservative guidelines, with values of .90 or greater considered excellent, .80 to .90
good, .70 to .80 acceptable, .60 to .70 questionable, .50 to .60 poor, and values less than
.50 unacceptable. Strube (2000) agrees that .80 is generally considered acceptable, but
acknowledges the amount of error that is acceptable depends, on how a measure is going
to be used. Others eschew such rigid, acontextual guidelines. Goodwin and Goodwin
(1999) observed that .75 is often considered the threshold for "good" reliability, but they
and others (Hopkins, 1998; Portney & Watson, 1993) believe that higher values of at
least .90 are more appropriate when high-stakes decisions are involved. Sim and Wright
(2005) describe selection of benchmarks as "arbitrary" (p. 264). Furr and Bacharach
(2008) concur, noting that "there is no clear cutoff value separating good reliability from
poor reliability" (p. 90), But they suggest that values of .70 or greater are acceptable for
research purposes. Even without hard-and-fast cutoffs, they say "we would be worried if
less than half of the variance in observed scores could be attributed to true scores" (p.
90).

Factors that Affect Reliability
It is important to be cognizant of the factors that can affect reliability, so that when an
instrument or procedure has poor reliability, steps can be taken to improve it. In the

context of testing, reliability may be influenced by a variety of conditions. The more
variance there are among true scores, reliability will be greater (Crocker & Algina, 2008;
Mehrens & Lehmann, 1978). Therefore, when the individuals being tested are
heterogenous, there will be greater reliability (Crocker & Algina, 2008; Mehrens &
Lehmann, 1978). Likewise, tests have greater reliability when their items reflect a range
of difficulty (i.e., not so simple that nearly all examinees answer all the items correctly
and not so difficult that they answer almost all the items incorrectly) (Mehrens &
Lehmann, 1978). Instruments that have more items will yield better reliability estimates
than those with fewer items (Crocker & Algina, 2008; Hopkins & Stanley, 1981; Salkind,
2009; Strube, 2000). By extension, increasing the number of raters has the same effect,
since with either more items or more raters, random sources of errors are "aggregated"
and serve to partially cancel one another out (Strube, 2000). Tests that have time limits
tend to yield artificially inflated reliability estimates of internal consistency because of a
high number of unanswered items (Crocker & Algina, 2008; Mehrens & Lehmann,
1978).
Some of these testing issues also apply to reliability in metaevaluation, as is
discussed in the next section on ways to improve interrater reliability. In the context of
metaevaluation, rather individual human beings, we are interested in individual
evaluations. Given that the Program Evaluation Standards (or other criteria) only loosely
parallel a test instrument, the factors that affect reliability in testing are important to
know in the context of this dissertation to establish a solid understanding of reliability,
rather than practical application for increasing reliability in metaevaluation. More
relevant are discussions on factors that affect interrater reliability in particular.
Hopkins' (1998) discussion of interrater reliability in the context of essay grading
is pertinent to interrater reliability in metaevaluation, as essay grading relies heavily on

human judgment and interpretation. He describes several factors that influence how
raters judge essays. For example, essays that are read earlier in a grading session receive
better grades than those read later; this is called "order effects." Average-quality essays
receive better grades when rated in conjunction with poor-quality essays and lower
grades when rated in conjunction with high-quality essays; this is called "test-to-test
carryover effects." When multiple essay questions are being graded, how a rater assesses
the response to the initial question influences how he or she assesses later items, such
that if the first item was graded favorably, the later items are likely to receive higher
scores because of the rater's positive impression of the student's ability (with parallel
effects for poor performance on an initial item); this is called "item-to-item carryover
effects." Similarly, when a rater knows whose essay he or she is grading and has
particularly positive impressions of that student, it leads to inflated ratings; this is called
the "halo effect."
Colton and Covert (2007) identify several factors that may influence interrater
reliability with regard to the use of behavior rating scales, which also rely on human
judgment. When raters are aware that their ratings are being studied for reliability, this
can affect how they assign scores. Called "reactivity," this usually increases reliability (p.
82). "Observer drift" is when raters change over time in terms of how they interpret
items. When raters must observe and rate several elements, "observation complexity"
may lead to errors.
In the context of metaevaluation as it is typically practiced (as suggested by
published reports), some of the aforementioned facts that affect interrater reliability are
more relevant than others. These are discussed further in Chapter V in the context of
ways to improve interrater reliability.
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Summary
In this chapter, I provided an overview of the literature on metaevaluation, particularly
with regard to purposes, questions, criteria, and approaches. In the context of U.S.
educational evaluation, the Program Evaluation Standards stand out as the most widely
accepted and credible criteria for evaluating evaluations. A review of published
metaevaluation studies revealed that the typical metaevaluation in practice involves one
metaevaluator who relies on evaluations reports, and occasionally interviews, for data to
inform the metaevaluation and uses the Program Evaluation Standards as criteria to
determine quality. This raises the question, which is the focus of this dissertation, as to
how reliable are the judgments of single metaevaluator using documents as a primary
data source and the Standards as criteria.

CHAPTER III
METHODOLOGY
In this chapter, I provide an overview of the methodology used to investigate the
following questions:
1.

To what extent do metaevaluators agree about an evaluation's overall
quality?

2.

On which standards do metaevaluators have more or less agreement in
their judgments?

3.

On what evidence do metaevaluators base their judgments about an
evaluation's performance, and are there differences across groups
(students, practitioners, scholars)?

Following a description of the study's design, I discuss the associated limitations
of the study.

Design
Following an overview of the general characteristics of the study, in this section I
describe sampling mechanisms and samples of evaluations and raters, instruments
developed for and used in the study, procedures used to carry out the study, and data
analysis.
The overall study is comprised of five fully crossed blocks, in which two raters in
each rater group (students, practitioners, scholars) rated the same two evaluations. So, a
total of six raters rated the same pair of reports. This arrangement was duplicated across
raters, so there were five fully crossed sets in which six raters rated the same two
evaluations, as shown in Table 7.
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Table 7
Assignment of Evaluations to Raters
Group

Rater

(A) Students

A-l
A-2
A-3
A-4
A-5
A-6
A-7
A-8
A-9
A-10

(B) Practitioners

B-l
B-2
B-3
B-4
B-5
B-6
B-7
B-8
B-9
B-10

(C) Scholars

C-l
C-2
C-3
C-4
C-5
C-6
C-7
C-8
C-9
C-10

Evaluation
1
2

10

JV.
Block 1

JL
Block 2

Block 3

Block 4

Block 5

The evaluations were not paired randomly. They were ordered based on their
length (number of pages), then the shortest report was grouped with the longest report,
and the second shortest report was grouped with the second shortest report, and so on.

This process ensured a relatively even distribution of the amount of reading required by
each rater. The raters were then randomly assigned to the pairs of reports.
Although a fully-crossed design in which every rater rated every evaluation would
be ideal for a study of interrater reliability, it was not feasible for this study, because it
would impose too great a time burden on the raters.
The study's design allowed for raters to obtain limited additional information
about the evaluations they were to rate. They could submit up to four questions per
evaluation that I used to interview the evaluations' clients. I supplied the clients'
responses to the raters' questions back to the raters. Raters only received the answers to
their own questions, not answers to other raters' questions.

Sample
I used a combination of convenience and purposive sampling to identify the raterparticipants (N = 30) and evaluations (N = 10) included in the study. Recruitment,
sampling, and characteristics of sampled units are described below.

Evaluations
There are currently about 250 active grants funded by the National Science Foundation's
Advanced Technological Education program. I sought out evaluation reports on 10 of
these 250 grants. In addition to being evaluations of ATE grantes, the only other
criterion was that the evaluations should be no more than three years old. The study
focused on ATE evaluations, because it was partially supported by the National Science
Foundation's ATE program, and as a matter of convenience. The three-year time frame
was selected to ensure that the results would be relevant to current ATE grantees, yet
not be so restrictive that it would hamper obtaining the ten reports needed for the study.

I obtained the evaluations included in the study through multiple avenues. First, I
searched the Web for examples of ATE evaluation reports— that strategy produced one
report. Then, I issued a blanket invitation to share evaluation reports to all current ATE
principal investigators— that approach resulted in the submission of three reports. At the
same time, I contacted ATE evaluators I had met at the ATE PI conference in October,
2009 and invited them to submit a report for the study— that resulted in the acquisition
of one report. Next, invitations were sent to ATE principal investigators who had
written letters of support to accompany the proposal to NSF to establish an evaluation
resource center for the ATE program (i.e., Evaluate)—that effort did not result in the
acquisition of any reports. Finally, an ATE program officer at NSF issued a request on
behalf of the author to nine principal investigators (the next paragraph describes how the
targeted Pis were identified), asking them to submit evaluation reports for the study, the
NSF request resulted in the receipt of four reports. I obtained the final report by asking
an ATE principal investigator who serves on Evaluated advisory panel to cooperate in
the study. Once the ten evaluation reports were in-hand, no additional reports were
sought.
The targets of the NSF-issued request were selected via stratified random
sampling using the 2008 ATE annual survey data as the sampling frame (N=152). Each
year since 1999, ATE grantees that have been in operation for at least one year are
surveyed regarding their grant activities. First, I filtered this dataset based on whether or
not the respondents reported that they had received an evaluation report in the past
twelve months. Cases that did not report receiving a written report were discarded from
the sampling frame. I stratified the remaining cases according to responses provided to
the question, "How useful is the interaction you have with your project/center's external
evaluator"? The five response options for this question ranged from "not useful" to

"essential to our work." The rationale for this stratification was based on the assumption
that the Pis' opinions about the usefulness of the evaluations would be associated with
the quality of the evaluations, and it was desirable to have variability in the quality of the
reports for the purposes of the study. The cases were ordered according to their NSF
award number, and a random number generator was used to select the cases across
strata.
The reports varied widely in terms of the length and focus. Table 8 summarizes
key characteristics of the evaluands and associated reports.
Table 8
Evaluation Report Characteristics
Evaluand

Evaluation Report
Number of Pages
Amount of
NSF Award

Date
Total Issued

Overview

Body

Appendix

$374,440

Year 3 report based
on mixed-methods
data collection

33

49

82

Oct.
2007

Project to develop a
community college
program in
geographic
information systems

$249,995

Year 3 external,
summative evaluation
based on qualitative
data and observation

7

0

7

Aug.
2008

Center for
information
technology education

$1,300,000

Question-driven
evaluation in
transitional project
(ending one grant,
starting new one)
using multiple data
sources and methods

37

33

70

Feb.
2007

Code

Type of Initiative

1

Project to develop
and deliver online
teacher training in
engineering
technology education

2

3
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Table 8— continued
Evaluationi Report

Evaluand

Code

Type of Initiative

Amount of
NSF Award

Overview

Date
Issued

Number of Pages

4

Resource center for
sustainable resource
education

$599,289

Formative evaluation
by the center's
National Visiting
Committee based on
mostly internal data,
mostly quantitative

7

0

7

Mar.
2008

5

Center for photonics
education

$3,815,388

Year 2 formative
evaluation based on
four discrete studies,
conducted internally
and externally, that
employed mixed
methods

14

60

74

Sep.20
08

6

Project to increase
participation in
geospatial
information
technology education
and careers

$899,085

Year 2 exterral report
focused on
longitudinal outcome
indicator data
collected by internal
evalutors

8

0

0

Mar.
2008

7

Project to develop
and deliver
biotechnology
education programs
for teachers and high
school students

$384,581

External evaluation of
summer program
using a mix of
qualitative and
quantitative data from
pre-post assessment
developed internally

25

278

303

Oct.
2008

8

Resource center for
technician education

$1,866,319

Year 3 external
evaluation using
mixed methods,
including web site
statistics

23

0

23

Mar.
2008

9

Project to increase in
interest in STEM
fields through
programming for
teachers and students

$587,566

Year 1 internal
evaluation report
focused on developing
data collection
instruments and
methods for
subsequent use

35

0

35

May
2008
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Table 8— continued
Evaluand
Code
10

Type of Initiative
Center for
manufacturing
education

Evaluation Report
Amount of
NSF Award
$1,126,140

Overview
Final, summative
external evaluation
report, based on
mostly quantitative
data

Number of Pages
9

19

28

Date
Issued
Feb.
2009

Information that could lead to identification of the specific evaluands, principal
investigators, or evaluators was removed from the reports (blacked out) prior to their
issuance to the raters. One rater-participant asked for clarification about the nature of
the information that was blacked out (e.g., whether an institution's name, an individual,
etc.) Raters from the practitioner group may have been able to identify the evaluands,
despite efforts to protect their identities, due to their familiarity with the program and its
grantees.

Raters
Thirty raters participated in the study, including ten evaluation doctoral students, ten
ATE evaluation practitioners, and ten evaluation scholars. Criteria for inclusion in each
group are described below, along with how I recruited participants. Table 9 summarizes
key characteristics of each group.
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Table 9
Rater Characteristics

Highest degree attained

Percent of work/study devoted to
evaluation in the past year

Students

Practitioners

Scholars

Master's

9

1

0

Doctoral

1

9

10

1-25

5

2

2

26-50

1

3

2

51-75

2

1

0

76-100

2

4

6

4

12

32

None

1

0

0

Heard of diem

1

0

0

Some knowledge

0

2

0

Familiar

8

7

4

Use regularly

0

1

6

Mean number of years in die evaluation field
Familiarity with the Program Evaluation
Standards prior to participation

The ten doctoral students who participated as raters were students enrolled in
EVAL 6970— Advanced Topics in Evaluation at Western Michigan University in the
spring 2009 semester. The focus of the course was metaevaluation, and the students
were required to complete two metaevaluations as part of the course. The student raters
were all in their first year of the Ph.D. program in interdisciplinary evaluation at Western
Michigan University.
For the purposes of this research, I defined an ATE evaluation practitioner as an
individual who had been engaged to conduct an evaluation of an ATE project or center
within the past twelve months. The practitioner group was restricted to ATE evaluators
because the study was conducted as part of a larger project intended to increase the
evaluation capacity of the ATE community, including grantees and evaluators. Involving
ATE evaluation practitioners was seen a way to engage a small group of ATE evaluators,

as well as to educate them about the Program Evaluation Standards, if they weren't
already familiar with them. Individuals in this group were identified by ATE principal
investigators and/or participated in sessions Evaluate personnel led at the annual ATE
PI conference. In essence, they were identified through informal networks. Initially, I
invited fourteen individuals indentified as ATE evaluation practitioners to participate in
the study—invitations were issued until ten individuals agreed to participate.
Subsequently, one person who originally agreed to participate—and was sent the
requisite materials— was nonresponsive to attempts to contact him via e-mail and phone
and ultimately failed to produce the requested documents. He was replaced by another
individual who met the criteria for inclusion in the practitioner group. In all, fifteen
individuals were invited to participate, of whom ten agreed and completed the task.
For purposes of this study, I defined an evaluation scholar as a person who was
recognized leader in the evaluation field, as evidenced by their publication record (e.g.,
articles in the American Journal ofEvaluation, books, book chapters) and/or leadership
activities (e.g., leadership in the American Evaluation Association, inclusion on the
editorial board for the A merican Journal ofEvaluation). Essentially, "name recognition" was
a key criterion for scholar selection. I issued invitations until I obtained ten volunteers.
In total, eighteen scholars were invited to participate in the study. I made an effort to
achieve some degree of ethnic/racial and gender diversity within this group— four are
women and two are racial minorities. Prior to this request, I had knew and had interacted
professionally with with most, but not all of the scholars.
Because this study was conducted under the auspices of Evaluate, the ATE
evaluation resource center, as part of an assessment to identify evaluation assistance
needs among ATE grantees, each participating practitioner and scholar received $200
from the grant as a thank-you for their contribution to the study, they were also invited
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to participate in a webinar to discuss the results.
The e-mail messages inviting practitioners and scholars to participate are
provided in Appendix F and G, respectively.
The Western Michigan University Human Subjects Institutional Review Board
(HSIRB) determined that this study did not require their review. The HSBIRB letter to
this effect is provided in Appendix H.

Instruments
I created two instruments for this study: a rater background questionnaire and a
metaevaluation instrument. Each is described below.

Rater Background Questionnaire
The rater background questionnaire had four closed-ended items that asked about the
highest academic degree raters have attained, the percent of their work or study that was
devoted to evaluation in the past year, how many years they have been involved in the
evaluation field, and their familiarity with the Program Evaluation Standards prior to
their participation in the study. A final, open-ended item invited raters to comment on
their experience with the study. The rater background questionnaire is provided in
Appendix I.

Metaevaluation Instrument
The metaevaluation instrument was divided into four main sections, corresponding to
the four domains of the Program Evaluation Standards: utility, feasibility, propriety, and
accuracy. The first section, which was on utility, opened with four open-ended questions,
which asked the rater to identify the evaluation's strengths and weaknesses (two separate

questions) with regard to utility and to indicate on what evidence those judgments were
based (also two separate questions associated with strengths and weaknesses). These
questions were followed by a series of closed-ended items, one for each utility standard,
for which the rater was supposed to indicate if he or she judged the standard to be (1)
not addressed, (2) minimally addressed, (3) partially addressed, (4) mostly addressed, or
(5) fully addressed. These categories are strongly ordinal. Additional options were that
there was (6) insufficient information to rate the evaluation's performance against the
standard or that the standard is (7) not applicable to the evaluation. The descriptors for
each rating are presented in Table 10. The remaining sections on feasibility, propriety,
and accuracy followed the same format (i.e., four open-ended questions followed by
ratings for each standard in the given category). At the end of the form, two open-ended
items asked if the evaluation exhibited any strengths or weaknesses that were not
reflected in the standards-based ratings.
Table 10
Rating Scheme
Numerical
Rating
1

5

Label

Explanation

Not addressed

The evaluation did not address any of issues pertinent to this
standard.

Minimally addressed

The evaluation addressed very few of the issues pertinent to
this standard.

Partially addressed

The evaluation addressed some of die issues pertinent to this
standard.

Mostly addressed

The evaluation addressed most of the issues pertinent to this
standard.

Fully addressed

The evaluation addressed all the issues pertinent to this
standard.
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Table 10— continued
Numerical
Rating
6
7

Label

Explanation

Insufficient information

It is impossible to render a reasonably well-informed
judgment based on available information.

Not applicable

No aspects of the standard are relevant to the evaluation.

The language used for the response options—from not addressed to fully
addressed— was based on a checklist for applying the Standards that is included in The
Program Evaluation Standards Qoint Committee, 1994) book. That checklist has three
response options— addressed, partially addressed, not addressed— in addition to a not
applicable option. I extended the rating scale to increase response variance, which is
known to have a positive effect on reliability, as noted in the previous chapter.
The metaevaluation instrument is provided in Appendix J.

Procedures
In this section, I describe the procedures used to carry out the study.

Materials
Each rater received the following materials:
•

two evaluation reports, which were randomly assigned in pairs (pairings
were based on report length)

•

a memorandum of agreement form (a generic version is provided in
Appendix K)

•

a letter with instructions for participation (a generic version is provided
in Appendix L)

•

a rater background form (provided in Appendix I)

•

two rating forms (provided in Appendix J)

Raters received the background questionnaire and rating forms in electronic, as
well as print form; all other materials were provided in print form only). The agreement
form for practitioners and scholars explained that they would receive $200 as a gratuity
for their participation in the study. Practitioners and scholars were provided with a copy
of The Program Evaluation Standard (Joint Committee, 1994). This book was used as the
required text for the course in which the student raters were enrolled, and therefore they
acquired the text on their own.
In order to provide raters with some additional information about the ATE
projects and centers that were the subjects of the evaluations, they were provided with
the grants' abstracts, obtained from the NSF Web site; identifying information was
removed.

Instructions to Raters
The cover letter that accompanied the materials mailed to the raters, described above,
included the following instructions for participation:
1.

Familiarize yourself with the contents of The Program Evaluation Standard,
including the section on Applying the Standards (pp. 8-17).

2.

Read the two evaluation reports supplied to you.

3.

Review the evaluation rating instrument and make preliminary judgments
with regard to how each evaluation performed against each standard.

4.

Write up to four questions per evaluation to obtain additional
information from the evaluations' clients that will help you reach
judgments on the standards. I will ask the clients your questions via
telephone or e-mail (depending on their preferences) and provide you
with their responses as soon as possible. E-mail me
(lori.wingate@wmich.edu) your questions by [date].

5.

Consider the clients' responses supplied to you, and finalize your ratings
and comments on the forms. Complete one form for each evaluation.

Please make sure the report number and title on the form corresponds to
the report you are rating.
6.

Complete the rater background questionnaire.

7.

Send your completed forms (two rating forms and one background
questionnaire) to me by [date].

Evaluation Client Interviews
As indicated in point 4 in the instructions to raters above, raters were invited to submit
up to four questions per evaluation to me that I would use to interview the evaluations'
clients, which were the principal investigators or directors of the grant-funded projects
and centers that were the subject of the evaluation reports (students were required to
submit questions; others were not). Twenty-four of the thirty raters supplied such
questions. When questions from different raters overlapped significantly, they were
combined into one question so as to reduce redundancy in the interview protocols and
minimize the time burden on the interviewees. All the evaluations' clients agreed to
participate in the interview process. The interviews took between fifteen and forty
minutes to complete. The clients' responses to the raters' questions were supplied back
to the raters within one to two weeks of receipt— always within one day of the interview.
Raters received only the answers to their own questions, not answers to other raters'
questions.

Schedule
The general expectation was that participants would submit their request for interview
data no later than one month after receiving their reports, that the interview responses
would be provided back to them within two weeks after that point, and that they would
submit their completed rating forms one month later. In reality, only the student group

adhered to this schedule, because of the constraints of the semester schedule. A few
scholars and practitioners followed this schedule, but most did not. The data collection
period—from the issuance of reports to raters to the receipt of their completed
metaevaluations—was March 1 to June 23, 2009.

Data Collection and Recording
Twenty-six of the thirty raters submitted their completed forms electronically, two chose
to complete and mail hard copies, and two recreated the forms in Word or Excel for
completion. All data were entered into a Microsoft Access database. The database was
checked for accuracy against hard copies of the submitted rating forms prior to analysis.

Data Analysis
The first two research questions—To what extent do metaevaluators agree about an
evaluation's overall quality? And On which standards do metaevaluators have more or
less agreement in their judgments?—were addressed by the quantitative data supplied by
the raters. The third question—On what evidence do metaevaluators base their
judgments about an evaluation's performance, and are there differences across groups
(students, practitioners, scholars)?—was addressed by the responses to the open-ended
questions on the metaevaluation instrument. Analytic procedures are described below.

Quantitative Data
The quantitative data— the raters' responses to the close-ended items associated with the
twenty-nine Program Evaluation Standards included in the study— were imported into
the Statistical Package for the Social Sciences (SPSS) software for analysis. Ratings of
"insufficient information" and "not applicable" were recoded as zeroes— not missing—

so that those ratings could be used in estimating reliability. For example, if two raters
judging the same report respectively selected "insufficient information" and "not
applicable" for a given standard, those ratings would be treated as agreement (both
zeros) since both raters refrained from applying a quality rating to the evaluation for that
standard. In contrast, if two raters judging the same report respectively selected "mostly
addressed" and "insufficient information," those ratings are be treated as a disagreement.
As discussed in Chapter II, the focus of this study is on interrater reliability in
terms of the degree of absolute agreement. Using Shrout and Fleiss' (1979) Model 2
intraclass correlation coefficient (ICQ, a two-way random effects analysis of variance
(ANOVA) model, with raters specified as the within-group factor and target (i.e.,
evaluation) specified as the between-group factor was used to estimate interrater
agreement In this model, both raters and targets are considered random and, therefore,
representative of a larger population of raters and targets (i.e., metaevaluators and
evaluations). From this model, two ICCs were estimated: ICC (2,1), which produces the
reliability coefficient of agreement for a single rater; and ICC (2, k), which is the
expected reliability for the mean of the six raters' ratings, ICC (2, 6) where all n targets
(i.e., evaluations) were assessed by all k raters.
The ICC statistics were then imported into Excel, where the mean squares
produced from the ANOVAs were used to partition the total variance into variance
components attributable to targets (7), raters (R), and the target x rater interaction (7" x
R), which is the error variance or residual. These analyses were conducted by blocks (see
Table 2— Assignment of Evaluations to Raters) and then the two ICCs— ICC (2, 1) and
ICC (2, 6)— and variance component estimates were averaged across all blocks. Then,
from the average ICCs and variance components, the estimates for each standard were
averaged within their respective standard domains (i.e., utility, feasibility, propriety, and

accuracy). In all, 144 individual analyses (29 standards1 x 5 blocks = 144), not including
averaging the individual analyses, were required to produce the two average ICG and
variance component estimates for each standard, which were then averaged to the four
domain-level estimates.
Some variance estimates for individual standards resulted in negative values. In
these cases, the negative values were replaced with zeros, which accordingly adjusted the
variance component percentages to all positive values. This approach is solution
suggested by Shavelson and Webb (2004) and Brennan (2001), who cites Cronbach,
Glaser, Nanda, and Rajaratnam (1972).
As described in Chapter II, the ICC method was selected to estimate interrater
agreement because other commonly used methods, such as simple percentage of
agreement or Cohen's kappa (x), for example, do not allow a measurement procedure to
be partitioned into its component parts (i.e., variance components) in order to identify
sources of unreliability and sometimes produce biased results. Moreover, percent
agreement typically overestimates agreement, since it does not take chance agreement
into account— a limitation corrected by Cohen's kappa. Nonetheless, I used percent
agreement and percent adjacent agreement percent to investigate whether there was
more agreement among some groups of raters— students, practitioners, and scholars—
than others or for certain standards. Insights as to where more or less agreement occurs
can be useful for improving practice (Goodwin, 2001).
I calculated the percent agreement by counting the number of agreements
between the pairs of students who rated the same reports, the pairs of practitioners who
rated the same reports, and the pairs of scholars who rated the same reports. These

1
Standard A12— Metaevaluation was not included in the analysis because so many raters did not provide a
rating for that standard.

values were then divided by the total possible number of agreements. I calculated
averages by group and standard. For a more liberal estimate, I also calculated the percent
adjacent agreement. In this approach, ratings that were within one point of each other
were treated as agreements, along with exact agreements (see Goodwin, 2001). For
example, a rating of 2 and a rating of 3 were counted as agreement, as was a 4 and 5 or a
1 and 2, and so on. Again, I calculated averages by group and standard.
For another perspective on possible differences in the rating behaviors between
groups, I calculated each group's mean ratings by standard for comparison.
In anticipation of questions of how to address problems with interrater reliability
in metaevaluation, I also applied the Spearman-Brown prophecy formula to estimate
how many raters and how many items per standard would be required to achieve a
reliability coefficients of .80 (Hopkins, 1998).

Qualitative Data
In open-ended questions, raters were asked to identify the strengths and weaknesses of
the evaluations they rated with regard to each of the standard domains—utility, feasibility,
propriety, and accuracy—and then indicate the evidence on which they based those
judgments. The latter question was intended to inform the research question about the
evidence on which metaevaluators base their judgments about an evaluation and whether
they are differences across groups (students, practitioners, scholars).
To analyze the responses to these questions, I initially examined the qualitative
data with an inductive approach, in that I searched for common themes in the data,
rather than imposed predetermined codes (Patton, 2002). However, considerable
differences in how respondents interpreted and answered these questions made it
difficult to detect common themes in the content. For example, some respondents used

their responses to the questions as opportunities to expand on their prior comments
about strengths/weaknesses, others offered complex explanations of how they used
information in the report and their knowledge of the standards to arrive at their
judgments, while others identified the page numbers of where they located information
that informed their ratings; a few ventured into commenting on the evaluated programs,
not the evaluations. After several readings of all the comments, I decided on this simple
coding scheme, which I applied in a deductive manner (Patton, 2002):
•

Low inference. I assigned this code to comments that indicated that the
rater made his or her judgment based strictly on the presence or absence
of information in the report or interview data.

•

Hv$) inference: I assigned this code to comments that reflected a more
complex reasoning process, whereby the raters considered information
that was included or lacking in the report and combined it with other
information about the evaluation and/or other types of knowledge or
opinion to reach judgments.

These codes and their meanings are explained in more detail in Chapter IV.
Because of the irregularities in how the evidence questions were answered (not
just in terms of content, but how the question was interpreted), I treated responses to
the pairs of question (i.e., strengths, evidence and weaknesses, evidence) were treated as
a single unit for the initial analysis of the qualitative comments.
In a separate analysis, I used an inductive approach to examine the raters'
comments about the strengths and weaknesses of the evaluations. For this analysis, I
first grouped comments that identified similar topics/issues. Once the data were
grouped, then I created codes for them. Often, but not always, the labels I selected for
the codes were the same as the names of standards (e.g., cost-effectiveness), because
these terms came up so frequently in the comments, but these categories were net applied
deductively.
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Limitations
The major limitation of the study's design was that rater type (student, practitioner,
scholar) could not be used as a facet (i.e., known source of variance) in the reliability
analysis because a fully crossed design in which all raters rate all ten targets was not
feasible, as it would have imposed too much of a time burden on the raters. To
investigate differences in rating behavior between groups, less sophisticated techniques
were used, including percent agreement and percent adjacent agreement and simple
comparison of mean ratings.
All of the target evaluations were evaluations of ATE projects or centers, and
thus generalizations can only be legitimately made to the universe of ATE projects and
center evaluations, albeit with the caveat that they were not randomly selected. Although
all of the raters were volunteers, their range of experience and academic backgrounds is
consistent with diversity among the AEA membership (see AEA, 2008), but they do not
necessarily reflect the population of individuals engaged in evaluation in the U.S.).
Another concern is the special treatment of the student raters. As a class
requirement, students had to write a full report on one of the metaevaluations they
conducted. It is possible, quite likely in fact, that they gave more time and consideration
to the evaluation that was the basis of their full metaevaluation reports. The students also
participated in a class activity in which they went through an evaluation report (not
associated with this study) and discussed their ratings of it. This could have served a
calibration function, leaving the students with more of a shared understanding of how to
reach judgments on the standards.
There were some problematic aspects with the instrument as well. As mentioned
previously, the open-ended questions about evidence upon which the raters based their
judgments were interpreted quite differently by different raters, which impeded analysis.

Based on questions I received during the study, it was also apparent that there was some
confusion as to when "insufficient information" should be selected as opposed to
indicating a standard was "not addressed" in an evaluation. In retrospect, the wording
could been clearer, but I used these particular terms in an attempt to align as closely as
possible with what is put forth in the Standards as procedures for applying the
standards— and they refer to standards being "addressed" rather than "met."
I purposes did not include in the study conditions known to improve reliability
(e.g., highly standardized procedures, training) because the metaevaluation conditions
were intended to be as natural as possible.

Summary
In this chapter, I described the methodology used to address three questions of interest
concerning the interrater reliability of metaevaluation ratings based on the Program
Evaluation Standards. The study was designed to replicate the conditions under which a
typical metaevaluation is conducted. The ICC estimate of reliability was used as the
primary means of analysis, because it has the advantage of partitioning variance and it
allows for generalization to contexts that vary from the research conditions. Percentages
of agreement and the Spearman-Brown Prophecy Formula facilitated additional analysis
to discern patterns in the data and lay the groundwork for considering ways in which
reliability in metaevaluation could be improved.

CHAPTER IV
RESULTS

In this chapter, I present the statistical and qualitative results obtained via the procedures
described in Chapter III. I discuss the implications of these results in Chapter V. This
chapter on results is organized around these questions:
1.

To what extent do metaevaluators agree about an evaluation's overall
quality?

2.

On which standards do metaevaluators have more or less agreement in
their judgments?

3.

On what evidence do metaevaluators base their judgments about an
evaluation's performance, and are there differences across groups
(students, practitioners, scholars)?

The quantitative results raised additional questions about the differential levels of
agreement within groups and consistency of open-ended responses versus numerical
ratings. I address these questions later in this chapter in the section called "Emergent
Issues."
Prior to the results of the reliability analyses, I present the averages ratings for
each standard in Table 11 below, along with the standard error of the mean, standard
deviation, and variance.
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Table 11
Average Metaevaluation Ratings and Descriptive Statistics
Mean
Rating

Standard
Error of the
Mean

Standard
Deviation

Variance

Ul Stakeholder Identification

3.22

.17

1.30

1.69

U2 Evaluator Credibility

2.82

.20

1.40

1.95

U3 Information Scope and Selection

3.44

.13

1.01

1.01

U4 Values Identification

2.74

.18

1.33

1.77

U5 Report Clarity

3.47

.14

1.07

1.13

U6 Report Timeliness and Dissemination

3.34

.20

1.31

1.72

U7 Evaluation Impact

3.17

.19

1.29

1.66

Fl Practical Procedures

3.64

.13

1.01

1.03

F2 Political Viability

2.61

.20

1.43

2.05

F3 Cost Effectiveness

2.70

.18

1.30

1.68

PI Service Orientation

3.31

.16

1.25

1.55

P2 Formal Agreements

2.26

.23

1.56

2.42

P3 Rights of Human Subjects

2.52

.24

1.58

2.49

P4 Human Interactions

3.02

.19

1.38

1.90

P5 Complete and Fair Assessment

3.10

.15

1.14

1.30

P6 Disclosure of Findings

3.00

.20

1.47

2.15

P7 Conflict of Interest

2.09

.22

1.50

2.25

P8 Fiscal Responsibility

2.43

.22

1.412

1.99

Al Program Documentation

3.34

.16

1.20

1.44

A2 Context Analysis

3.07

.16

1.26

1.59

Standard
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Table 11—continued

Mean

Standard
Error of the
Mean

Standard
Deviation

A3 Described Purposes and Procedures

3.25

.16

1.21

1.47

A4 Defensible Information Sources

3.35

.14

1.05

1.11

A5 Valid Information

2.79

.15

1.09

1.19

A6 Reliable Information

2.64

.14

1.04

1.09

A7 Systematic Information

2.91

.17

1.29

1.65

A8 Analysis of Quantitative Information

2.93

.16

1.24

1.53

A9 Analysis of Qualitative Information

2.93

.16

1.18

1.40

A10 Justified Conclusions

3.00

.16

1.22

1.48

Al 1 Impartial Reporting

2.96

.19

1.40

1.96

Standard

Varian

Extent of Interrater Agreement
In this section, I report the statistical results in the form of intraclass correlation
coefficients (ICC), variance component estimates, percent exact agreement, percent
adjacent agreement, and results from applying the Spearman-Brown prophecy formula to
determine the number of raters necessary to obtain a reliability of .80 for each standard.

Intraclass Correlation Coefficients and Variance Component
Estimates
The primary measure of reliability in this study is the ICC. As noted in Chapter III, the
ICC model used here reflects both agreement and consistency (correlation). Uniformly
low coefficients of reliability were obtained for both average individual raters and the
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average over all raters, whether looking at composite scores for each domain or ratings
for individual standards.
Across the individual standards, the average ICC for a single rater was .19. The
average ICC for a group of raters was .36. By any standard, these are very low reliability
estimates, as they indicate that far less than half of the variance in ratings was due to
differences in differences in the evaluations that were rated. Table 12 shows the ICQ
and variance component estimates for individual standards and the averages for each
domain. The variance components included were raters, targets (the evaluations
assessed) and the error (rater x target). The estimate is a the proportion of variance that
is attributable to that component. Ideally in a metaevaluation, most variance in ratings
would be attributed to the evaluations themselves (targets).
Table 12
ICC and Variance Components by Standard
Variance Components
Standard

ICC (2,1) ICC(2ji)
Rater

Target

Rater x
Target

Ul Stakeholder Identification

.16

.37

.40

.16

.44

U2 Evaluator Credibility

.16

.38

.47

.17

.36

U3 Information Scope and Selection

.25

.42

.14

.25

.61

U4 Values Identification

.22

.52

.39

.22

.39

U5 Report Clarity

.18

.41

.15

.18

.67

U6 Report Timeliness and
Dissemination

.12

.28

.42

.11

.47

U7 Evaluation Impact

.07

.22

.51

.09

.40
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Table 12— continued
Variance Components
Standard

ICC (2,1) ICC(2^)

Utility Domain

Rater

Target

Rater x
Target

.17

.38

.35

.17

.48

Fl Practical Procedures

.15

.30

.08

.13

.80

F2 Political Viability

.11

.31

.41

.10

.49

F3 Cost Effectiveness

.05

.17

.35

.06

.59

.10

.26

.27

.10

.63

PI Service Orientation

.09

.22

.45

.09

.45

P2 Formal Agreements

.24

.46

.31

.24

.45

P3 Rights of Human Subjects

.20

.51

.27

.18

.55

P4 Human Interactions

.05

.14

.68

.04

.28

P5 Complete and Fair Assessment

.22

.38

.16

.20

.44

P6 Disclosure of Findings

.15

.31

.23

.13

.64

P7 Conflict of Interest

.01

.07

.30

.01

.69

P8 Fiscal Responsibility

.11

.32

.65

.19

.83

.14

.31

.28

.15

.56

Al Program Documentation

.32

.56

.08

.32

.61

A2 Context Analysis

.12

.34

.30

.11

.59

A3 Described Purposes and
Procedures

.43

.66

.09

.40

.50

A4 Defensible Information Sources

.43

.65

.03

.40

.57

A5 Valid Information

.18

.39

.28

.16

.57

A6 Reliable Information

.16

.32

.21

.14

.65

Feasibility Domain

Propriety Domain
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Table 12— continued
Variance Componen ts
ICC
(2,1)

100(2,
k)

A7 Systematic Information

.29

A8 Analysis of Quantitative Information

Standard

Rater

Target

Rater x
Target

.42

.30

.28

.41

.37

.54

.14

.36

.49

A9 Analysis of Qualitative Information

.57

.87

.18

.55

27

A10 Justified Conclusions

.15

.30

.28

.15

.56

All Impartial Reporting

.27

.45

.14

.25

.62

excluded from analysis

A12 Metaevaluation
Accuracy Domain

.30

.46

.19

.27

.54

Table 12 also shows a large source of the variance in ratings is due to error. On
average, 53 percent of the variance is attributed to the residual category of Rater x
Target; this category accounts for 50 percent or more of the variance for 16 of the 29
standards. The targets (evaluations), on average, accounted for 31 percent of the variance
in the ratings, with this category accounting for more than half of the variance for one
standard only.
When domain-level composite scores are analyzed— rather than the individual
standard ratings— reliability estimates are somewhat better. Whereas the average ICC for
a single rater across the seven Utility standards was .17, when the combined score for all
Utility standards was used as the unit of analysis, the reliability coefficient obtained was
.32 (reliability for a single rater). For scores at the domain level, the evaluations
themselves accounted for between 15 and 40 percent of the variance—a modest
improvement over what is indicated for individual standard ratings. Reliability results for
domain-level scores are presented in Table 13.
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Table 13
ICC and Variance Components for Domain-Level Scores
Variance Components
ICC (2,1)

Domain

ICC^)
Rater

Target

Rater x
Target

Utility

.32

.62

.29

.31

.40

Feasibility

.16

.32

.31

.15

.54

Propriety

.12

.19

.19

.15

.66

Accuracy

.41

.55

.19

.40

.41

Exact Agreement
For another perspective of the extent of agreement, I calculated simple percentages of
exact agreement, which are shown in Table 14. These values also indicate minimal
agreement, ranging from 10 to 40 percent. The median percent exact agreement across
standards was 23 percent.
Table 14
Exact Agreement by Standard
Standard

Percent Agreement

Ul Stakeholder Identification

37%

U2 Evaluator Credibility

27%

U3 Information Scope and Selection

30%

U4 Values Identification

23%

Table 14— continued
Standard

Percent Agreement

U5 Report Clarity

33%

U6 Report Timeliness and Dissemination

27%

U7 Evaluation Impact

23%
Utility Domain

29%

Fl Practical Procedures

27%

F2 Political Viability

23%

F3 Cost Effectiveness

10%
Feasibility Domain

20%

PI Service Orientation

23%

P2 Formal Agreements

23%

P3 Rights of Human Subjects

47%

P4 Human Interactions

17%

P5 Complete and Fair Assessment

20%

P6 Disclosure of Findings

17%

P7 Conflict of Interest

20%

P8 Fiscal Responsibility

10%
Propriety Domain

22%

Al Program Documentation

37%

A2 Context Analysis

40%

A3 Described Purposes and Procedures

40%

A4 Defensible Information Sources

17%

A5 Valid Information

23%
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Table 14— continued
Standard

Percent Agreement

A6 Reliable Information

13%

A7 Systematic Information

23%

A8 Analysis of Quantitative Information

20%

A9 Analysis of Qualitative Information

27%

A10 Justified Conclusions

10%

All Impartial Reporting

10%
Accuracy Domain

24%

Adjacent Agreement
It has been well-established that percent exact agreement is a relatively liberal measure of
agreement because it does not account for chance agreement, and that Cohen's kappa is
a superior measure (Goodwin, 2001; Portney & Watkins, 1993). However, I did not
calculate the kappa values for these data, as they would have show even lower rates of
agreement, and it has been clearly established by the ICC values and percentage
agreement that reliability is very low. Rather, I used an even more liberal approach,
calculating percent adjaant agreement. In this approach, ratings that were within one
point of each other were treated as agreements, along with exact agreements. Although
this approach produced much higher values than strict percent agreement, median
agreement was just 53 percent, with values ranging from 37 to 87 percent. Overall, this
indicates that only about half of the time did raters agree within one point of each other
regarding how an evaluation performed against a given standard. Even using this very
liberal estimate, only three standards exceeded 70 percent agreement. The results of this
analysis are presented in Table 15.
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Table 15
Adjacent Agreement by Standard
Standard

Percent Adjacent Agreement

Ul Stakeholder Identification

60%

U2 Evaluator Credibility

50%

U3 Information Scope and Selection

77%

U4 Values Identification

60%

U5 Report Clarity

87%

U6 Report Timeliness and Dissemination

53%

U7 Evaluation Impact

40%
Utility Domain

61%

Fl Practical Procedures

70%

F2 Political Viability

33%

F3 Cost Effectiveness

43%

Feasibility Domain

49%

PI Service Orientation

60%

P2 Formal Agreements

47%

P3 Rights of Human Subjects

63%

P4 Human Interactions

50%

P5 Complete and Fair Assessment

60%

P6 Disclosure of Findings

53%

P7 Conflict of Interest

37%

P8 Fiscal Responsibility

27%
Propriety Domain

50%

Al Program Documentation

73%

A2 Context Analysis

83%
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Table 15— continued
Standard

Percent Agreement

A3 Described Purposes and Procedures

73o/0

A4 Defensible Information Sources

^yo^'O

A5 Valid Information

5QO/C

A6 Reliable Information

5QO/0

A7 Systematic Information

57<y0

A8 Analysis of Quantitative Information

5QO/0

A9 Analysis of Qualitative Information

53<y'0c

A10 Justified Conclusions

47<y0

Al 1 Impartial Reporting

53%

'o

Accuracy Domain

•o

60%

In light of the overall low values for reliability, I applied the Spearman-Brown
Prophecy formula to estimate the number of raters that would be required to achieve
ICC values of .80 using the instrument used in this study. To obtain that level for the
Utility standards, an average of 24 raters would be needed. For reliability on the
Feasibility standards, 44 raters are needed. Across Propriety standards, as average of 76
raters would be needed, although this value includes the outlier value for Standard P7
Conflict of Interest, for which it was estimated that 396 raters were necessary. With this
outlier removed, the number of raters needed for that standard is reduced to 31. The
Accuracy standards require the fewest raters to for a reliability of .80—just 13. The
results of this analysis for each standard are presented in Table 16.
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Table 16
Estimated Number of Raters Needed to Achieve ICCs of .80

Standard

Number of Raters Needed

Ul Stakeholder Identification

21

U2 Evaluator Credibility

21

U3 Information Scope and Selection

12

U4 Values Identification

14

U5 Report Clarity

18

U6 Report Timeliness and Dissemination

29

U7 Evaluation Impact

53
Utility Domain

24

Fl Practical Procedures

23

F2 Political Viability

32

F3 Cost Effectiveness

76
Feasibility Domain

44

PI Service Orientation

40

P2 Formal Agreements

13

P3 Rights of Human Subjects

16

P4 Human Interactions

76

P5 Complete and Fair Assessment

14

P6 Disclosure of Findings

23

P7 Conflict of Interest

396

P8 Fiscal Responsibility

32
Propriety Domain

76
(31 when P7 outlier is excluded)
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Table 16—continued
Standard

Number of Raters Needed

Al Program Documentation

9

A2 Context Analysis

29

A3 Described Purposes and Procedures

5

A4 Defensible Information Sources

5

A5 Valid Information

18

A6 Reliable Information

21

A7 Systematic Information

10

A8 Analysis of Quantitative Information

7

A9 Analysis of Qualitative Information

3

A10 Justified Conclusions

23

Al 1 Impartial Reporting

11
Accuracy Domain

13

These results show that the number of raters needed to obtain a reliability level
of .80 using the instrument employed in this study exceeds what would be reasonable in
most metaevaluation contexts. Therefore, I applied the Spearman-Brown Prophecy
formula to the data to determine how many additional items would be required to achieve
an ICC of .80. The instrument used in this study had one item per standard, which
consistent with the checklist for applying the standards that is included in the Program
Evaluation Standards book. Daniel Stufflebeam (1999) has developed a checklist for
metaevaluation based on the Standards. This checklist is available in a short version,
which includes six checkpoints per standard, and a long version, which has ten
checkpoints per standard. The results of the Spearman-Brown analysis to determine the
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reliability levels that would be obtained using six and ten items per standard— as in the
two forms of the Stufflebeam checklist— are presented in Table 17.
Table 17
Predicted Reliability for Variations on Instrument Length
Predicted reliability for
6 items per standard

Predicted reliability for
10 items per standard

Ul Stakeholder Identification

.53

.66

U2 Evaluator Credibility

.53

.66

U3 Information Scope and Selection

.67

.77

U4 Values Identification

.63

.74

U5 Report Clarity

.57

.69

U6 Report Timeliness and Dissemination

.45

.58

U7 Evaluation Impact

.31

.43

.53

.64

Fl Practical Procedures

.51

.64

F2 Political Viability

.43

.55

F3 Cost Effectiveness

.24

.34

.39

.51

PI Service Orientation

.37

.50

P2 Formal Agreements

.65

.76

P3 Rights of Human Subjects

.60

.71

P4 Human Interactions

.24

.34

P5 Complete and Fair Assessment

.63

.74

P6 Disclosure of Findings

.51

.64

P7 Conflict of Interest

.06

.09

P8 Fiscal Responsibility

.43

.55

Standard

Utility Domain

Feasibility Domain
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Table 17— continued
Predicted reliability for
6 items per standard

Predicted reliability for
10 items per standard

.44

.54

Al Program Documentation

.74

.82

A2 Context Analysis

.45

.58

A3 Described Purposes and Procedures

.82

.88

A4 Defensible Information Sources

.82

.88

A5 Valid Information

.57

.69

A6 Reliable Information

.53

.66

A7 Systematic Information

.71

.80

A8 Analysis of Quantitative Information

.78

.85

A9 Analysis of Qualitative Information

.89

.93

A10 Justified Conclusions

.51

.64

Al 1 Impartial Reporting

.69

.79

.68
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Standard
Propriety Domain

Accuracy Domain

In Table 18,1 present the results of an analysis to determine the minimum
number of checkpoints per standard in each domain area needed to obtain an average
reliability of .80 for each domain.

Table 18
Number of Items Needed Per Standard to Obtain
Average Domain-Level Reliability of .80
Domain

Number of items per standard

Utility

23

Feasibility

47

Propriety

40

Accuracy

12

The results of the various Spearman-Brown analyses are relevant to discussion in
Chapter V about possible ways to improve reliability in metaevaluation.

Relative Agreement by Standard
The second research question concerns whether some standards are associated with
greater reliability than others. Although the answer to the question is "yes"—ICCs for
individual raters ranged from as low as .01 to as high as .57 and as low as .07 to as high
as .87 for average raters— one could argue that it is not worth examining the differences
since overall the coefficients are so low. Nonetheless, in case there may be some
implications for practice with regard to the relative reliability of the standards (explored
in Chapter V), I discuss the differences here. Table 19 shows the coefficients for each
standard, ranked from lowest to highest; they are grouped roughly by quartile.

Table 19
Standards Ranked by Intraclass Correlation Coefficients
Variance Components
y

R

1

.

3

Standard

ICC (2,1)

100(2$

j,
Rater

~
1 areet
b

Rater x
~,
Target

P7 Conflict of Interest

.01

.07

.30

.01

.69

P4 Human Interactions

.05

.14

.68

.04

.28

F3 Cost Effectiveness

.05

.17

.35

.06

.59

U7 Evaluation Impact

.07

.22

.51

.09

.40

PI Service Orientation

.09

.22

.45

.09

.45

F2 Political Viability

.11

.31

.41

.10

.49

P8 Fiscal responsibility

.11

.32

.65

.19

.83

U6 Report Timeliness and
Dissemination

.12

.28

.42

.11

.47

A2 Context Analysis

.12

.34

.30

.11

.59

A10 Justified Conclusions

.15

.30

.28

.15

.56

Fl Practical Procedures

.15

.30

.08

.13

.80

P6 Disclosure of Findings

.15

.31

.23

.13

.64

A6 Reliable Information

.16

.32

.21

.14

.65

Ul Stakeholder Identification

.16

.37

.40

.16

.44

U2 Evaluator Credibility

.16

.38

.47

.17

.36

A5 Valid Information

.18

.39

.28

.16

.57

U5 Report Clarity

.18

.41

.15

.18

.67

P3 Rights of Human Subjects

.20

.51

.27

.18

.55

P5 Complete and Fair
Assessment

.22

.38

.16

.20

.44

U4 Values Identification

.22

.52

.39

.22

.39

P2 Formal Agreements

.24

.46

.31

.24

.45
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Table 19— continued
Group
Rank

4

Variance Components
Standard

ICC (2,1)

ICCQJt)

•o
Kater

U3 Information Scope and
Selection

.25

.42

All Impartial Reporting

27

A7 Systematic Information

1 areet
b

Rater x
„,
Target

.14

.25

.61

.45

.14

.25

.62

.29

.42

.30

.28

.41

Al Program Documentation

.32

.56

.08

.32

.61

A8 Analysis of Quantitative
Information

.37

.54

.14

.36

.49

A4 Defensible Information
Sources

.43

.65

.03

.40

.57

A3 Described Purposes and
Procedures

.43

.66

.09

.40

.50

A9 Analysis of Qualitative
Information

.57

.87

.18

.55

.27

T

The seven standards with the lowest reliability coefficients are mostly from the
Propriety and Feasibility domains. From the Propriety domain, these include the
standards about Conflict of Interest, Human Interactions, and Fiscal Responsibility.
From the Feasibility domain, these included the standards about Cost Effectiveness and
Political Viability. One Utility standard (Evaluation Impact) and one Propriety standard
(Service Orientation) were also among this group of standards with the least reliability.
The second-lowest quartile includes standards from all four domains. From the
Utility domain, these include standards on Report Timeliness and Dissemination,
Stakeholder Identification, and Evaluator Credibility. Accuracy standards in this group
include those for Context Analysis, Justifiable Conclusions, and Reliable Information.

The Practical Procedures standard from the Feasibility domain and Disclosure of
Findings standard from Propriety domain are also in this group.
In the third quartile, there are three Utility standards— Report Garity, Values
Identification, and Information Scope and Selection; three Propriety standards— Rights
of Human Subjects, Complete and Fair Assessment, and Formal Agreements; and one
Accuracy standard— Valid Information.
The standards with the highest reliability are all Accuracy standards— Impartial
Reporting, Systematic Information, Program Documentation, Analysis of Quantitative
Information, Defensible Information Sources, Described Purposes and Procedures, and
Analysis of Qualitative Information. The reliability coefficient was greater than .50 for
just one standard: A9 Analysis of Qualitative Information, with an ICC of .57. Although
the coefficients for this group of standards are still quite low by absolute standards—
between .37 and .57 for single raters— it is noteworthy that they fall within the Accuracy
domain. I explore the implications of this further in Chapter V.
With regard to variance components, for more than half of the standards, the
residual (error) category of Raters x Targets accounted for 50 percent or more of the
variance in ratings. This category accounted for less than one-third of the variance in
ratings for just two standards: Analysis of Qualitative Information and Human
Interactions. Raters accounted for more than half of the variance for three standards:
Evaluation Impact, Human Interactions, and Fiscal Responsibility.
Using percent exact agreement to assess reliability, no standard showed more
than 50 percent exact agreement among raters. Agreement ranged from 10 percent to 47
percent. Five standards had at least 33 percent agreement, including Stakeholder
Identification, Information Scope and Selection, Rights of Human Subjects, Program
Documentation, Context Analysis, and Described Purposes and Procedures. The
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standards with the least agreement—10 percent were Fiscal Responsibility, Cost
Effectiveness, Justified Conclusions, and Impartial Reporting. The standards are listed in
rank-order in Table 20; I made the grouping breaks based on natural divisions in the
data.
Table 20
Standards Ranked by Exact Agreement
Group Rank
1

2

Standard

Percent Agreement

P8 Fiscal Responsibility

10%

F3 Cost Effectiveness

10%

A10 Justified Conclusions

10%

Al 1 Impartial Reporting

10%

A6 Reliable Information

13%

P4 Human Interactions

17%

P6 Disclosure of Findings

17%

A4 Defensible Information Sources

17%

P7 Conflict of Interest

20%

P5 Complete and Fair Assessment

20%

A8 Analysis of Quantitative Information

20%

U4 Values Identification

23%

U7 Evaluation Impact

23%

F2 Political Viability

23%

PI Service Orientation

23%

P2 Formal Agreements

23%

A5 Valid Information

23%

A7 Systematic Information

23%
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Table 20— continued
Group Rank
3

4

Standard

Percent Agreement

U2 Evaluate* Credibility

27%

U6 Report Timeliness and Dissemination

27%

Fl Practical Procedures

27%

A9 Analysis of Qualitative Information

27%

U3 Information Scope and Selection

30%

U5 Report Clarity

33%

Ul Stakeholder Identification

37%

Al Program Documentation

37%

A2 Context Analysis

40%

A3 Described Purposes and Procedures

40%

P3 Rights of Human Subjects

47%

Using percent adjacent agreement to assess reliability, six standards had
agreement percentages of 70 percent or greater. The included Information Scope and
Selection, Report Clarity, Disclosure of Findings, Program Documentation, Context
Analysis, Described Purposes and Procedures. The standard with the highest level of
agreement (87 percent) was Report Clarity. Despite the lenient interpretation of
agreement, seven standards still showed less than 50 percent agreement among raters:
Evaluation Impact, Political Viability, Human Interactions, Complete and Fair
Assessment, Conflict of Interest, Fiscal Responsibility, and Justified Conclusions. These
results are presented in Table 21; the groupings are based on natural divisions in the
data.

Table 21
Standards Ranked by Adjacent Agreement
Group Rank
1

2

3

Standard

Percent Adjacent Agreement

P5 Complete and Fair Assessment

27%

P7 Conflict of Interest

33%

P4 Human Interactions

37%'0

\J7 Evaluation Impact

40%'0

P8 Fiscal Responsibility

43%

F2 Political Viability

47%

A10 Justified Conclusions

47%

U2 Evaluator Credibility

50%

PI Service Orientation

50%

A5 Valid Information

50%

A6 Reliable Information

50%

A8 Analysis of Quantitative Information

50%

U6 Report Timeliness and
Dissemination

,., 0/

P3 Rights of Human Subjects

53%

A9 Analysis of Qualitative Information

53%

Al 1 Impartial Reporting

53%

A7 Systematic Information

57%

Ul Stakeholder Identification

60%

U4 Values Identification

60%

Fl Practical Procedures

60%

P2 Formal Agreements

60%
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Table 21— continued
Group Rank

4

Standard

Percent Adjacent Agreement

F3 Cost Effectiveness

63%

A4 Defensible Information Sources

67%

P6 Disclosure of Findings

70%

Al Program Documentation

73%'0

A3 Described Purposes and Procedures

73%

U3 Information Scope and Selection

77%'o

A2 Context Analysis

83%

U5 Report Clarity

87%

The number of raters needed to achieve ICC values of .80 ranges from 3 to 396,
as shown in Table 22. The upper value is 31 when the outlier for Standard P7 Conflict of
Interest is removed. The standards requiring the fewest number of raters for reliable
results are all Accuracy standards. Those requiring the most number of raters are mostly
feasibility and propriety standards.
Table 22
Estimated Number of Raters Needed to Achieve ICCs of .80
Group Rank
1

Standard

Number of Raters Needed

A9 Analysis of Qualitative Information

3

A3 Described Purposes and Procedures

5

A4 Defensible Information Sources

5

A8 Analysis of Quantitative Information

7

Al Program Documentation

9
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Table 22— continued
Group Rank

2

3

4

Standard

Number of Raters Needed

A7 Systematic Information

10

Al 1 Impartial Reporting

11

U3 Information Scope and Selection

12

P2 Formal Agreements

13

U4 Values Identification

14

P5 Complete and Fair Assessment

14

P3 Rights of Human Subjects

16

U5 Report Clarity

18

A5 Valid Information

18

U2 Evaluator Credibility

21

A6 Reliable Information

21

Ul Stakeholder Identification

21

Fl Practical Procedures

23

P6 Disclosure of Findings

23

A10 Justified Conclusions

23

U6 Report Timeliness and Dissemination

29

A2 Context Analysis

29

F2 Political Viability

32

P8 Fiscal Responsibility

32

PI Service Orientation

40

U7 Evaluation Impact

53

F3 Cost Effectiveness

7/

P4 Human Interactions

76

P7 Conflict of Interest

396
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Another way of looking at the relative reliability among standards is to compare
values at the domain level. All four approaches (ICQ percent exact agreement, percent
adjacent agreement, Spearman-Brown) indicated that the Feasibility and Propriety
domains were associated with the least reliability and the greatest reliability was found
within the Utility and Accuracy domains. The domain-level averages are presented in
Table 23. To facilitate interpretation, this table is followed by Table 24, which presents
each domain's rank in terms of lowest (1) to highest (4) reliability.
Table 23
Domain-Level Average Reliability Results
SpearmanBrown
Prophecy for
Number of
Raters*

SpearmanBrown
Prophecy for
Number of
Items*

ICC (2,1)

Percent
Agreement

Percent
Adjacent
Agreement

Utility

.17

29%

61%

24

23

Feasibility

.10

20%

49%

44

40

Propriety

.14

22%

50%

76

47

Accuracy

.30

25%

60%

13

12

Standard
Domain

"•Note: Lower value associated with greater reliability
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Table 24
Standard Domains Ranked by Reliability Results'5'
SpearmanBrown
Prophecy for
Number of
Raters"'

SpearmanBrown
Prophecy for
Number of
Items

ICC (2,1)

Percent
Agreement

Percent
Adjacent
Agreement

Utility

3

4

4

3

3

Feasibility

1

1

1

2

2

Propriety

2

2

2

1

1

Accuracy

4

3

3

4

4

Standard
Domain

*Note: 1 = lowest reliability, 4 = greatest reliability

In considering the difference in ranks associated with each procedure, one
should keep in mind that the ICC is the more robust and sophisticated measure.
However, the results are consistent is identifying the Accuracy and Utility standards as
being associated with greater reliability than the Propriety and Feasibility standards.

Evidentiary Bases for Metaevaluative Judgments
Raters were asked to identify the strengths and weaknesses of the evaluations they
assessed with regard to each of the standard domains—Utility, Feasibility, Propriety, and
Accuracy—and then indicate the evidence on which they based those judgments. As
noted in Chapter III, the open-ended questions were not pilot-tested to check if they
were comprehensible and answerable by the respondents. This led to vast differences in
how respondents interpreted the open-ended questions regarding evidence. Some
respondents did not answer the questions, others used them as opportunities to expand
on the responses regarding strengths/weaknesses, while others offered complex
explanations of how they used information in the report and their knowledge of the
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standards to arrive at their judgments. Because of the irregularities in how the evidence
questions were answered (not just in terms of content, but how the question was
interpreted), the responses to the pairs of question (i.e., strengths, evidence and
weaknesses, evidence) were treated as a single unit for the initial analysis of the
qualitative comments.
Aspects of the evaluations that the respondents identified as the strengths and
weaknesses are presented in Table 25. Although these topics were not the focus of the
qualitative analysis that informed the question about what evidence the metaevaluators
used to reach their judgments, they are presented here for context.
Table 25
Evaluation Strengths and Weaknesses Identified by Raters
Standard Domain

Strengths

Utility

Stakeholder identification/
involvement
Values identification
Evaluator credibility
Use/usefulness of information
Quality of report
Dissemination
Methods/data sources
Timeliness
Focus/purpose
Timeliness

Feasibility

Methods
Practical/ nondisruptive
procedures
Cost-effectiveness
Quality of report
Evaluator-client relationship
Attention to stakeholder groups

Weaknesses
Level of detail in report
Quality of report
Scope
Objectivity
Usefulness of information
Dissemination
Analysis

•
•
•
•
•

Level of detail in report
Cost-effectiveness
Objectivity
Attention to stakeholder groups
Focus
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Table 25— continued
Strengths

Standard Domain
Propriety

Accuracy

•
•
•
•
•
•

Human interactions
Service orientation
Rights of human subjects
Balance/fairness
Contract/budget
Disclosure of findings

• Level of detail in report
• Design
• Analysis

Weaknesses
• Level of detail in report
• Bias/conflict of interest
• Balanced reporting

•
•
•
•
•

Level of detail in report
Focus
Objectivity
Methods/analysis
Procedures

Responses to the questions about the evidence upon which the metaevaluators
based their judgments about the evaluations' strengths and weaknesses varied widely,
which impaired the systematic codification of identified "sources" of evidence. The
responses were actually more along the lines of explanations of how and/or why the
raters reached their judgments. In light of this, I classified the responses as either
requiring either lowirference or high inference to reach judgments.
I assigned the low inference code to comments that indicated that the rater made
his or her judgment based strictly on the presence or absence of information in the
report or interview data. For example, regarding the evidence that evaluator credibility
was a weakness, one rated explained, "The evaluator and team was not identified, so
credibility could not be determined." Similarly, another rater wrote, "A copy of the IRB
approval was included in the report" as her evidence that rights of human subjects was a
strength of an evaluation. In short, low inference applies to comments that imply that raters
made their judgments by simply observing whether a particular type of information was
present or absent.

I assigned the hi$) inference code to comments that reflected a more complex
reasoning process, whereby the raters considered information that was included or
lacking in the report or interview data and combined it with other information about the
evaluation and/or other types of knowledge or opinion to reach judgments. For
example, one rater remarked, "In my judgment, the strength of this report was its focus
on a broad range of information that can help redesign the program in the future." This
statement reflects an assessment of the information scope of the evaluation in concert
with the potential for use of the information in the future. The following comments
were made by one rater in his description of the evidence he used to reach his judgment
that the evaluation did not produce useful information:
Limitations of the data used in the evaluation affected the overall quality of the
evaluation, and restricted the evaluators from making justified conclusions. The
overall impact of the evaluation was also diminished by the goal statements used
to guide the evaluation. The evaluators focused on showing results of goals that
were likely to result in positive outcomes. For this reason, the evaluators did not
focus enough on negative outcomes, and therefore the evaluation report does
not provide enough content for the client to improve the biotechnology
program(s).
This rater's detailed explanation illustrates how he integrated and interpreted
several different types of information via his own expert knowledge and critical analysis
to reach a final conclusion. This is a very different and much more complex process than
simply referring to the presence or absence of a certain type of information. In short,
bi$> inference applies to comments that suggest the raters used information from multiple
sources (often including their own expert knowledge or opinions) to make their
judgments.
The higji inference category embodies a wide spectrum of complexity. The
comment above is one of the more complex explanations. At the opposite end of the
continuum are comments such as "The scope of the evaluation was very narrow." And
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"Not all relevant stakeholders were included in the process (teachers, students, etc.).
Only direct program staff were part of the evaluation (as informed by the PI [via the
interview conducted as part of this study]." Although the integration of information and
reasoning is not as complex as in the prior example, both remarks suggest the raters used
some level of interpretation to reach a conclusion about the evaluation beyond simply
noting the presence or absence of explicit information. My initial attempt to code the
comments falling on different ends of the spectrum of complexity broke down when it
came to assigning codes to comments that fell in the middle ground. Therefore, to
address the question about the general types of evidence metaevaluators use to reach
their judgments and whether students, practitioners, and scholars rely on different types
of evidence, I dropped the narrower categories in favor of the broader categories that
could be applied more consistently to the data.
All thirty raters answered at least one of the open-ended questions. In Table 26,1
present the quantified results of the qualitative analysis described above.
Table 26
Reasons for Determinations of Evaluation Strengths and Weaknesses
„
Rater Dgroup
r
Students

£ , i j
Standard
,
•
domain

Number of
.
units orr
, . „.
analysis*

n

„.
%

High inference
°
n.
n
%

Utility

59

38

64%

21

36%

Feasibility

40

12

30%

28

70%

Propriety

64

36

56%

28

44%

Accuracy

25

12

48%

13

52%

188

98

52%

90

48%

Overall

Low inference
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Table 26— continued

Rater group
Practitioners

Scholars

All raters

Standard
domain

Number of
units of
analysis*

Low inference

High inference

n

%

n

%

Utility

40

14

35%

26

65%

Feasibility

33

5

15%

28

85%

Propriety

34

14

41%

20

59%

Accuracy

52

34

65%

18

35%

Overall

159

67

42%

92

58%

Utility

46

16

35%

30

65%

Feasibility

36

10

28%

26

72%

Propriety

38

16

42%

22

58%

Accuracy

41

18

44%

23

56%

Overall

161

60

37%

101

63%

Utility

145

68

47%

77

53%

Feasibility

109

27

25%

82

75%

Propriety

136

66

49%

70

51%

Accuracy

118

64

54%

54

46%

Overall

508

225

44%

283

56%

*Note: Comments were separated into discrete units of analysis when they addressed more than one topic.

These data suggest that students are more likely to rely on low inference than are
practitioners and scholars. Scholars used high inference much more often than students
to reach their determinations, and somewhat more than practitioners. The differences
are summarized in Table 27.
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Table 27
Use of Low and High Inference by Groups of Raters
Group

Low inference

High inference

Students

52%

48%

Practitioners

42%

58%

Scholars

37%

63%

To investigate if there was an association between standard domain and the use
of low and high infernece to reach judgments, I calculated percentages of judgments
based on observation and interpretation at the domain level. As shown in Table 28,
when frequencies of low and high inference are compared at domain level, the
differences are relatively small, with each used roughly half of the time in each domain.
This suggests that use of low versus high infernece is more a function of rater status than
standard domain. Analysis at the standard level was not possible, since the open-ended
questions were targeted at the domain level. The ICCs associated with each domain are
also presented in Table 28 as a means to compare whether the relative use of low and
high inference varies systematically with relative reliability at the domain level.
Interestingly, the accuracy domain, which had much greater reliability in comparison to
the other standard domains (although still very low) was the only domain in which low
inference was used more than half the time.
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Table 28
Domain-Level Average ICCs Compared with Use of Low and High Inference
Standard Domain
Utilit

ICC (2,1)

Basis for Judgment
Low inference

High inference
53%

y

.17

47%

Feasibility

10

49 o /o

51 o /o

Propriety

14

49 o /o

51 o /o

Accuracy

.30

54%

46%

Emergent Issues
The results that have been presented up to this point have addressed the three
initial research questions. The nature of the results raises at least two additional
questions: Do some groups (students, practitioners, or scholars) agree more than others?
How similar are metaevaluators in their open-ended responses about the evaluations'
strengths and weaknesses? These questions are addressed below.

Relative Agreement within Groups
A question of interest is whether there are differences in interrater reliability among the
three rater types. Although this could not be addressed via the intraclass correlation
statistics because of the relatively small number of raters in each group for each assessed
evaluation, it can be explored by comparing the rates of agreement associated with each
group.
Using the exact agreement and adjacent agreement percentages, I conducted
exploratory analyses to determine if there was more agreement within some groups of
raters—students, practitioners, and scholars—than others. Comparing the within-group

percent exact agreement across rater types showed that none of the groups had
consistently more agreement than any other. The student group had the highest rate of
agreement on the Utility and Accuracy standards at 30 and 27 percent, respectively.
Exact agreement percentages across groups were very similar (within three percentage
points) in the Utility area. Practitioners and students had the same rate of agreement on
the Feasibility standards (23 percent), which exceeded that of the scholars by ten percent.
Scholars agreed more frequently than students and practitioners with regard to the
Propriety standards at 28 percent—which is 12 percentage points greater than the
agreement among practitioners. Table 29 presents exact agreement percentages for each
group for each standard domain. The highest percentages of agreement in each standard
domain are marked with an asterisk.
Table 29
Exact Agreement by Standard Domain and Group
Standard Domain

Students

Practitioners

Scholars

Utility

30%*

29%

27%

Feasibility

23%*

23%*

13%

Propriety

23%

16%

28%*

Accuracy

27%*

20%

24%

Note: * = highest rate of agreement within domain

I repeated this comparison using the adjacent agreement measure. As seen in
Table 30, a somewhat clearer pattern emerged, in which the student group had the
highest rate of agreement in three of the four standard domains— all but Feasibility,
where the practitioners had the most agreement. The most notable difference in the

levels of agreement is in the Utility area, where students agreed 71 percent of the time,
compared with 60 percent for scholars and 48 percent for practitioners.
Table 30
Adjacent Agreement by Standard Domain and Group
Standard Domain

Students

Practitioners

Scholars

Utility

67%*

59%

57%

Feasibility

50%

53%*

40%

Propriety

53%*

38%

49%

Accuracy

71%*

48%

60%

Note: * = highest rate of agreement within domain
A factor contributing to the relatively greater agreement within the student group
could be students' shared class experience. In particular, the students participated in a
class activity in which they went through an evaluation report (not associated with this
study) and discussed their ratings of it. This could have served a calibration function,
leaving the students with more of a shared understanding of how to reach judgments on
the standards.

Consistency of Open-ended Responses
The quantitative results are fairly consistent in their indications of low reliability
in metaevaluation ratings. This raises a question about the extent to which the
metaevaluators addressed similar substantive issues about the evaluations in their written
comments—even though they disagreed on the numerical ratings. If metaevaluation
stakeholders cannot trust metaevaluation ratings, can they trust the qualitative feedback?
This issue can be initially explored by comparing their raters' written comments.

To investigate agreement within the opened-ended comments, I identified which
evaluations and which domains were associated with the lowest and highest rates of
agreement, using the adjacent agreement percentages to make the determination. The
lowest rates of adjacent agreement were present in the Propriety domain for Evaluation
1 and the lowest were in the Accuracy domain for Evaluation 7.1 selected these cases for
examination because I thought extremes would be most illuminating. Table 31 shows the
metaevaluators' comments about the strengths and weaknesses of Evaluation 1 with
regard to Propriety, and Table 33 presents the metaevaluators' comments about the
strengths and weaknesses of Evaluation 7 with regard to Accuracy. If agreement or
disagreement in qualitative comments is related to agreement or disagreement in
numerical ratings, one would expect there to be greater similarities among the comments
in Table 31 than in Table 32. If such a pattern is not apparent, it could suggest a
disconnect between the qualitative feedback and numerical ratings, which then opens the
raises the question of whether the qualitative feedback is more or less reliable than the
ratings— a question that cannot be answering with the data from this study
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Table 31
Qualitative Comments Associated with the Evaluation and Standard Domain with the
Lowest Rate of Adjacent Agreement (Propriety)
Strengths

Weaknesses

The rights of human subjects were protected and
human interactions were probably conducted in a
respectful manner. The main strength of this
evaluation was its objectivity. HSIRB approvals
were copied in the Appendix. Extemporaneous
responses to survey questions were direct even
when they were not positive. Bodi positive and
negative feedback from participants was included in
the evaluation.

It remains unknown whether conflicts of interest
existed, formal agreements were in place, or funds
were expended responsibly with the appropriate
service orientation.

Strengths include a strong service orientation on
the part of the evaluators, a full and fair assessment,
and attention to the rights of human subjects.

Weaknesses include lack of explicit, direct information
on contract details, conflict of interest, and human
interactions.

There is evidence in the report that the evaluators
were sensitive to human subjects considerations,
especially as that pertained to student data.
(Appendix CIRB board approval letter)

There just isn't really any direct attention to these
issues in the evaluation report. I suspect these topics
were matters for discussion but beyond that, it's really
hard to tell.

The evaluation was designed to assess all of the
programs goals identify program effects on
teachers. Human subjects were treated
appropriately. Different perspectives were
presented.

We do not know enough about the evaluator to know
if there is a conflict of interest; however, I suspect
there might be since he was brought in to replace
another. The evaluation primarily gives positive
feedback and results, and may not completely and
fairly describe negative aspects of the program. Sideeffects or unanticipated outcomes are not mentioned
in the report, even though there were some discussed
in the interview. Not all findings were disclosed
because they "didn't fall under program goals."

IRB approval.

Narrow IRB view of ethics.

There is some consistency in the comments in Table 32 in terms of the metaevaluators'
identification of matters relating to the rights of human subjects as strengths of the
evaluations. The metaevaluators commonly noted the main weakness as lack of explicit
information in the report about propriety matters.
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Table 32
Qualitative Comments Associated with the Evaluation and Standard Domain with the
Highest Rate of Adjacent Agreement (Accuracy)
Strengths

Weaknesses

Program documentation. It was clear through the
report what the program being evaluated was
What they did evaluate was simply done, although
low power and weak measurement. Main use of t
tests and effect-sizes although they confuse learning
and effectiveness with exposure

Overly concentrate on pre post measures

Attention to detail regarding how the report
answers the four evaluation questions of the
evaluation through attention to participant learning
as demonstrated by surveys used for students and
teachers.

It is not altogether clear or certain in which/what
context the program exists or if it's likely influences are
important in the context of the evaluation.

Small N- lack of analysis that addresses the small NDocumentation of the evaluation effort in the
evaluation report. The collection of data was
performed systematically. The evaluation report
was well organized and offered useful insight into
the evaluation procedures as well as the program
being evaluated. The evaluation report specifically
documents the process of collecting and processing
data.

Quantitative analysis was unreliable and effectively
useless due to small sample sizes. Qualitative data was
collected and reported, but no analysis was conducted.
With a poor data set, conclusions that were made in
the evaluation report were not justified. The evaluators
specifically point out that due to small sample sizes,
the reliability analyses were inconclusive. Qualitative
analysis was not performed on the qualitative
responses likely because there was no variance in the
qualitative responses; however, the responsibility of
instrument development is ultimately on the evaluator.

Three of the five metaevaluators who commented on the strengths and
weaknesses of Evaluation 7 with regard to the accuracy standards identified the
quantitative analysis as a weakness. With regard to strengths, there was less consistency.
One person remarked on how well the program was documented. Another remarked
that the evaluation process was thoroughly described and included evidence that it was
systematic. A third person's comments indicated he or she thought the evaluation was
properly focused.

Although ratings for the Propriety standards for Evaluation 1 had the lowest
reliability and the ratings for the Accuracy standards for Evaluation 7 had the highest,
these differences are not readily apparent in the qualitative responses. In fact, one could
argue that the comments pertaining to the Propriety standards for Evaluation 7 were
actually more consistent than those for Evaluation 7's Accuracy. Notably, there is not
much actual disagreement among the comments, suggesting that perhaps the reliability
results exaggerate the differences in raters' opinions of the evaluations.
However, this analysis should be treated with caution, since this study was not
designed to yield information about the trustworthiness of the qualitative data. The
metaevaluation instrument was not designed to gather detailed qualitative information
about each standard; rather, the open-ended questions were targeted at the domain level
(e.g., What are the strengths with regard to accuracy? What are the weaknesses with
regard to accuracy?). Moreover, the open-ended questions asked the metaevaluators to
identify the strengths and weaknesses of that particular evaluation, but not to comment
on the extent of the strength/weakness (which is implied in the numerical ratings). Also,
with just six metaevaluators per evaluation—and most, but not all metaevaluators
offered written comments— the data are not amenable to complex qualitative analysis. In
short, the results of this exploratory analysis are inconclusive and suggest a need for
further research.

Summary
Statistical analyses produced uniformly low reliability estimates. On individual standards,
ICCs values ranged from .01 to .57, and percent exact agreement ranged from 10 percent
to 47 percent. When percent adjacent agreement was used, then agreement looked much
better, but still only six of the 29 standards achieved at least 70 percent agreement. A

substantial number of raters or items would need to be employed in order to obtain
reliability values of .8 or greater. Scholars used interpretative processes to reach
judgments more frequently than practitioners, and practitioners used interpretation more
than students. However, the relative use of low and high inference did not vary
systematically by standard domain, suggesting that it was more a function of rater status
and not domain. A comparison of the raters of adjacent agreement within groups
showed that students agreed more frequently than the practitioners and scholars. An
examination of the qualitative comments for the cases with the lowest and highest rates
of agreement suggests a disconnect between the qualitative data and quantitative data.
I discuss the implications of these findings are discussed in Chapter V.

CHAPTER V
DISCUSSION
In this chapter, I discuss the issues raised in Chapter II, the literature review, in relation
to the results reported in Chapter IV, which indicated that metaevaluative judgments are
largely idiosyncratic.
The study's results showed poor reliability in metaevaluators' ratings of how well
evaluations addressed the Program Evaluation Standards. Far less than half of the
variance in ratings was due to differences in the evaluations that were assessed. Subtle
differences indicate that there was somewhat more reliability with regard to the Accuracy
standards and that there was more agreement among the student raters than the
practitioner or scholar raters. The statistical predictions as to how increasing the number
of raters or items would improve reliability are suggestive of steps that could be taken to
improve reliability in metaevaluation, although there is a clear need for additional
research in this area. In general, the results give reason to pause, think critically about
how metaevaluation is currently being practiced, and consider ways to do it better, with
recognition of its limitations.

Implications of the Results
The results have implications for the purposes for which metaevaluation is conducted
the associated approaches, criteria, and methods used, and how those aspects intersect
and play out in practice. These issues are discussed below.
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Metaevaluation Purposes
As noted in Chapter II, the purposes for which metaevaluations are conducted can be
assigned to one or more of the following categories: formative, summative, synthesis,
and research. Reliability is a serious concern regardless of metaevaluation purpose.
Whether to guide ongoing evaluation efforts; assess the merit or worth of completed
work; identify evaluations of sufficient quality to use in evaluation syntheses; or to
investigate matters related to evaluation theory, method, or practice— metaevaluation
stakeholders should be able to trust metaevaluation results. Such stakeholders include
the program personnel and other stakeholders of the programs that were initially
evaluated, the evaluators whose work is assessed, decision makers who intend to use the
metaevaluation or synthesis results to make decisions about programs and associated
resource allocations, and students, scholars, and practicing evaluators who want to
improve their work based on research findings. The stakes may be at different levels for
various groups and in various contexts, but the need for valid and reliable information is
consistent. This study's findings of low reliability suggest evaluation stakeholders should
be cautious in using metaevaluation results.

Metaevaluation Criteria
The Program Evaluation Standards are the most widely used criteria for educational
evaluation in the U.S. Their development process involves an extensive review and
approval process involving multiple perspectives evaluation. Although this study
suggests that the metaevaluators do not reach consistent judgments about evaluation
quality when they rely on these criteria, this does not mean that we should "throw the
baby out with the bath water." A revised edition of the Standards will be issued in 2010
and will include a new standard domain called "Evaluation Accountability," with

standards that advise evaluators to increase the degree of documentation and
transparency in evaluation so as to facilitate metaevaluation. If evaluators adhere to these
new standards, it's possible that data on how primary evaluations were conducted will be
more readily available, so that metaevaluators will have to rely less on conjecture to reach
their judgments. While this seems logical, in fact the study's results do not give much
hope for this improvement, since even the standard of U5 Report Clarity— one of the
few standards that should logically not require additional data to reach an informed
judgment— had a very low ICC value of .18.
In this chapter's section on improving reliability in metaevaluation, I suggest
some ways in which improvements in metaevaluation reliability could be obtained while
preserving the integrity of the Standards. Using other criteria in addition to the Standards
could be a useful means of triangulating and validating metaevaluation findings.
The study's results demonstrate low reliability when the Standards are used for
rating purposes. But that does not necessarily mean that using the Standards as an openended guide to review others' evaluation work or reflect on one's own practice is not a
beneficial and informative activity. The Standard are not put forth as a rating tool per se,
although they are commonly used in that capacity.

Metaevaluation Approaches
As described in Chapter II, Stufflebeam (Stufflebeam, 2001; Stufflebeam & Shinkfield,
2007) has prescribed a general approach to metaevaluation that involves eleven tasks,
which parallel the tasks in primary evaluation. This task-based approach involves
working with the metaevaluation's stakeholders early on to define metaevaluation
questions, reviewing all pertinent existing information, and collecting additional
information. These activities, which the participants in this study could not fully engage

in, would likely enhance any metaevaluation. Step 4 in Stufflebeam's approach says that
the metaevaluator and clients should "agree on standards, principles, or criteria to judge
the evaluation system or particular evaluation." Steps 8 and 9 respectively are "analyze
and synthesize the findings" and "judge the evaluation's adherence to appropriate
standards, principles, and/or criteria" (Stufflebeam & Shinkfield, 2007, p. 663). Given
the reliability concerns revealed by this study, it seems these steps should be
supplemented by additional steps of defining and documenting decision rules for
determining the extent to which a standard was met and, if multiple raters are used,
calibrating the raters to enhance consistency.

Metaevaluation Practice
Based on my review of published examples of metaevaluation discussed in Chapter II, it
is apparent that the dominant approach to metaevaluation is for a single metaevaluator
to rely on evaluation reports to reach judgments of quality in relation to the Program
Evaluation Standards. Occasionally documents are supplemented as a data source with
interviews, and studies are conducted in teams of two individuals. Since the present
study was designed to replicate the "typical" conditions, the findings have direct
implications for practice.
For example, metaevaluators working independently—and their audiencesshould be aware of and acknowledge the poor reliability of a single rater. This should be
a major caveat in any metaevaluation study. When metaevaluators are engaging in selfassessment, reliability and validity threats are magnified. Self-metaevaluation can be a
valuable tool for reflection and improvement, but there is little basis for presenting the
results of a self-metaevaluation for accountability or evaluation purposes.

To some extent, the low reliability problem can be offset by being as transparent
as possible regarding how judgments were made so that third parties may review and
assess the results. Getting from data to judgment should not be a mysterious,
unreplicable process. Whether reliability improves when additional data are analyzed,
when additional methods are employed, and/or when different criteria are applied are
questions that warrant further investigation.

Possible Causes for Differences in Reliability across Standards
Although the study was not designed to reveal the particular causes of
unreliability, there are some clues embedded in the results. Looking at the standards
associated with the highest and lowest reliability values is revealing in terms of the
possible influences on reliability that are inherent in the standards themselves. Table 32
presents the seven standards with the lowest ICC values, along with the statement
associate with each standard; Table 33 presents parallel information for the standards
with the highest ICC values.
Table 33
Standards with the Lowest ICC Values
Standard

ICC (2,1)

Standard Statement

P7 Conflict of Interest

-^

Conflict of interest should be dealt with openly and honestly,
so that it does not compromise the evaluation processes and
results.

P4 Human
Interactions

-^

Evaluators should respect human dignity and worth in their
interactions with other persons associated with an evaluation,
so that participants are not threatened or harmed.

F3 Cost Effectiveness

.05

The evaluation should be efficient and produce information of
sufficient value, so that the resources expended can be justified.
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Table 33— continued
Standard

ICC (2,1)

Standard Statement

\J7 Evaluation Impact

.07

Evaluations should be planned, conducted, and reported in
ways that encourage follow-through by stakeholders, so that
the likelihood that the evaluation will be used is increased.

PI Service Orientation

.09

Evaluations should be designed to assist organizations to
address and effectively serve the needs of the full range of
targeted participants.

F2 Political Viability

.11

The evaluation should be planned and conducted with
anticipation of the different positions of various interest
groups, so that their cooperation may be obtained, and so that
possible attempts by any of these groups to curtail evaluation
operations or to bias or misapply the results can be averted or
counteracted.

P8 Fiscal
Responsibility

.11

The evaluator's allocation and expenditure of resources should
reflect sound accountability procedures and otherwise be
prudent and ethically responsible, so that expenditures are
accounted for and appropriate.

Table 34
Standards with the Highest ICC Values
Standard

ICC (2,1)

Standard Statement

Al 1 Impartial Reporting

.27

Reporting procedures should guard against distortion
caused by personal feelings and biases of any party to the
evaluation, so that evaluation reports fairly reflect the
evaluation findings.

A7 Systematic Information

.29

The information collected, processed, and reported in an
evaluation should be systematically reviewed, and any
errors found should be corrected.

Al Program
Documentation

.32

The program being evaluated should be described and
documented clearly and accurately, so that the program is
clearly identified.

A8 Analysis of Quantitative
Information

.37

Quantitative information in an evaluation should be
appropriately and systematically analyzed so that
evaluation questions are effectively answered.

Table 34—continued
Standard

ICC (2,1)

Standard Statement

A4 Defensible Information
Sources

-^

The sources of information used in a program evaluation
should be described in enough detail, so that the adequacy
of the information can be assessed.

A3 Described Purposes and
Procedures

-^

The purposes and procedures of the evaluation should be
monitored and described in enough detail, so that they can
be identified and assessed.

A9 Analysis of Qualitative
Information

-^

Qualitative information in an evaluation should be
appropriately and systematically analyzed so that
evaluation questions are effectively answered.

The standards with the highest ICC values are all from the Accuracy domain.
The standards with the lowest ICC values are mostly Propriety and Feasibility standards,
but include one from the Utility domain. My interpretation of how the standards line up
at the high and low extremes of reliability is that it there is a process-product distinction,
and that there was less certainty among the metaevaluators with regard to how to assess
aspects of the evaluation process, particularly because they have limited information
about how the evolutions were implemented, than with regard to how to assess the
evaluation products, i.e., the reports. Another way to view the difference is the degree of
inference required to make judgments. Process-oriented standards required a higher level
of inference while product-oriented standards require a lower level.
The standards with the lowest reliability have to do with how conflicts of
interests and politics were handled (P7 and F2), how evaluators interacted with
evaluation participants (P4), how effectively and responsibly evaluators expended
resources (F3 and P8), and the usefulness and responsiveness of the evaluation U7 and
PI). These are aspects of evaluation that tend of occur behind-the-scenes and not
explicitly addressed in reports. The rater participants in this study had the opportunity to

ask questions of the evaluation clients, but it was limited to four questions and not all
raters asked for interview data.
The standards with the highest reliability, all of which are from the Accuracy
domain, are concerned with evaluation methodology and reporting. Four of the seven
Accuracy standards in this group with the highest ICC values identify information that
should be include evaluation reports. For example Standard Al states that "the program
being evaluated should be described and document clearly and accurately." Although it is
incumbent on the metaevaluator to decided what is sufficiently "clear" and "accurate,"
the standard is explicit in the requirement that program description be included in a
report. Standards A3 and A4 similarly call for description of particular aspects of the
evaluation in the report Standards A7 and Al 1 also address aspects of reports (that they
should be free of errors and bias). Standards A8 and A9 area concerned with the analysis
of qualitative and quantitative data—a process that is expected to be document and
explained in an evaluation report.

Improving Reliability in Metaevaluation
In Chapter II, I discussed factors that are known to affect reliability. In consideration of
these factors, there are steps that can be taken to improve reliability. The ones that are
most relevant to this context are standardizing the evaluation procedures and/or
conditions, modifying the instrument, increasing the number of raters, and training
raters. Each approach is discussed below in relation to improving reliability in
metaevaluation.

Standardizing Conditions or Procedures
This approach would be useful for metaevaluation situations in which multiple raters
assess multiple evaluations. This scenario is probably most likely to occur for
metaevaluation conducted for research or synthesis purposes. In such cases, it would be
important to be cognizant of the factors identified by Hopkins (1998) that influence how
graders evaluate essays, including order effects, test-to-test carryover effects, and itemto-item carryover effects so they can be minimized or at least monitored.
One aspect of the rating process that could be standardized when multiple raters
are used is the extent to which raters infer from available information to make judgments
in relation to particular standards. As discussed with regard to how participating
metaevaluators in this study described the evidence upon which they based their
judgments, some relied on low inference and others relied on high inference. Different
raters likely used different rules in deciding when and how much to infer to reach
judgments. Defining explicit rules might improve interrater reliability, and it might aid
metaevaluation consumers/stakeholders to understand better how raters reached their
judgments. Anecdotal information from interacting with the student raters leads me to
believe that individuals may approach the task of rending a judgment as to how well an
evaluation met a particular from very different vantage points. One stance is to assume a
standard is fully addressed unless there is evidence to the contrary. At the other extreme,
a person might require evidence that demonstrates the standard was addressed to meet
the threshold of even being "partially addressed." Another approach is to begin in the
middle ground and either add or subtract points based on evidence of what can
reasonably be inferred from available information. These idiosyncrasies might be
diminished if explicit instructions were given as to where raters should "enter" the rating
scale, so to speak

Standardization is also relevant when a single metaevaluator reviews multiple
evaluations. In such cases, it is incumbent on the metaevaluator to apply criteria and
decisions rules consistently across evaluations and to take steps to check and double
check for inconsistencies. This is an intra-rater reliability issue.

Modifying the Instrument
Removing or clarifying unclear items and increasing the number of items are two ways of
modifying instruments to improve reliability. The Standards are intended to guide
evaluation practice, not just serve a metaevaluation function, and it is likely that
modifying the content Standards themselves to increase reliability in metaevaluation
would have an adverse effect on their applicability to guide practice in a wide range of
evaluation contexts.
The Spearman-Brown analysis showed that reliability would be improved by
increasing the number of items per standard. In the instrument used in this study and the
checklist that appears in the Standards book, there is just one item for rating each
standard. To achieve reliability coefficients of .80 for a single rater, there would have to
be 12 items per standard in the Accuracy domain, 23 per standard in the Utility domain,
40 per Propriety standard, and 47 in Feasibility. The short version of Stufflebeam's
checklist has 6 items per standard and the long version has 10. These numbers of items
increase reliability coefficients to between .39 (Feasibility) and .68 (for Accuracy). Other
results show there is promise for substantially improving reliability for the Accuracy
standards by increasing the number of items and that strides could be made in Utility as
well. But the number of items to achieve reliability on the Propriety and Feasibility
domains renders that approach impractical as a single solution.
As mentioned in Chapter III, there were some problematic aspects to the

instrument used in the study. It apparent that there was some confusion as to the
difference between "insufficient information" as opposed to indicating a standard was
"not addressed" in an evaluation. For example, an evaluation report might include
extensive information about the information sources used— so in that sense the standard
is literally "addressed." But if the information provided suggests inappropriate
information sources were used, that would prompt a low rating—one of being "not
addressed." The word "addressed" implies that something should be written down that
explicitly concerns the standard. But it's easy to imagine a case in which a highly credible
and qualified evaluator conducted an evaluation, but did not explicitly discuss his or her
credibility in any written documents. So, if the rater treats the word "addressed," literally,
the evaluation will be give a low rating with regard to Evaluator Credibility, even though
the evaluation met or exceeded the requirements of this standard. In short, "addressing"
a standards does not necessarily constitute "meeting" a standard, leaving the rater
confused as to how to deal with cases such as the examples I presented above. Or, even
if individuals raters are clear on how to deal with these matters, there are certainly
differences across raters, which would contribute to unreliability.
In light of these issues, it seems that considerable improvements could be made
to the instrument simply by changing the response options, so that they are more
evaluative in nature, such as "not met" to "fully met" or "poor" to "excellent."
"How clear is clear enough?" asked Leeuw and Cooksy (2005, p. 99) with regard
to the standard on program documentation, which states that "the program being
evaluated should be described and documented clearly and accurately so that the
program is clearly identified." In posing this question, they identify a problem underlying
the use of the Program Evaluation Standards for metaevaluation, which has to do with
the lack of specificity in their content— not just the rating scale. However, there are

tradeoffs with increasing specificity— the more specific the standards become, the less
room there for applicability to wide variety of evaluation contexts and approaches.
Therefore, a reasonable solution may be the development of context-specific
metaevaluation instruments that operationalize the standards for a particular content area
or organizational setting.

Training Raters
It would seem that training raters would be a viable route to increasing reliability in cases
when multiple raters are used. Indeed, Bemardin and Buckley (1981), in their review of
strategies for rater training, cited several studies that showed "that training can reduce
common psychometric errors such as halo effect and leniency" (p. 205). However,
"training" is a catchall phrase and not all types of training are equally effective for
improving reliability.
In the same article, Bemardin and Buckley (1981) observed that few studies have
focused on the impact of rater training on validity and reliability, and those few studies
had mixed results. They concluded that the research indicated training that focuses on
reducing errors caused by rating behaviors is not effective for the purpose of improving
accuracy or interrater reliability. They recommended three approaches to enhancing
rating accuracy and presented evidence from the research literature to support their use,
including keeping a diary to enhance observational skills, establishing a common frame
of reference, and training to increase rater's capacity to deliver negative feedback They
further cautioned against the assumption that reducing error due to rating behavior such
as leniency and halo effect automatically leads to greater accuracy and reliability.
A more recent study by Lievens (2001) also showed that rater training that
focused on rating behavior, which attempts to standardize the processes raters use to

reach judgments, was inferior for improving accuracy and reliability compared with
frame-of-reference training, which is consistent with Bernardin and Buckley's support
for the development of a common frame of reference for raters. Frame-of-reference
training focuses on the development and use of a "performance theory," which is
defined as a "common conceptualization of what constitutes effective behavior and
ineffective behavior on dimensions" (p. 255). Performance theory is grounded in the
norms and values of the organization serves as the context for whatever is being rated.
The fact that the student group had the highest rates of adjacent agreement in three of
the four standards domain is a hint that this type of training could be useful for
increasing reliability in evaluation. The students participated in a class activity in which
they applied the standards to an evaluation (not included in the study) and explained
their ratings in group discussion. This exposed them to the thought processes that other
raters used in reaching judgments and they also received feedback from the course
instructors. This activity was conducted to enhance the student's comprehension of the
course material and was not intended as a "treatment" as part of the study. However, the
higher agreement rate among students suggests that is an area worth pursuing as a
possible approach to increasing reliability in metaevaluation.
Although the Standards point to aspects of evaluations that metaevaluators
should consider, they are just a starting point for establishing a common frame of
reference from which to make judgments about evaluation quality.

Increasing the Number of Raters
Aggregation of the random sources of error, either by increasing the number of items on
an instrument or increasing the number or raters improves reliability because the sources
of error partially cancel one another out (Strube, 2000). The results presented previously

about the predicted effects of increasing the number of items per standard to be rated
shows some promise for improving reliability for some standards, as discussed
previously. However, the results from using the Spearman-Brown Prophecy formula to
predict the number of raters needed to obtain good reliability indicate that increasing the
number of raters is not a viable option from a practical standpoint. An average of 23
raters would be needed to achieve a reliability coefficient of .80 across standards.
Further, this study involved six raters reviewing a single evaluation (greater than any of
the published metaevaluations reviewed), and the reliability coefficients at the group level
was just .39 on average. Engaging twenty or more raters would be prohibitively
expensive. That said, it does seem likely that metaevaluation audiences would likely have
greater confidence in findings when multiple raters are engaged, particularly if the
process involved calibration and consensus. Given that the typical metaevaluation only
involves very few individuals, alternative means for increasing reliability are needed.

Contributions to the Evaluation Discipline and Future Directions
To the best of my knowledge, this research represents the first study to investigate
reliability in metaevaluation and the first to treat the Program Evaluation Standards as an
object of inquiry— in the context in which they were intended to be used. I hope the
results will stimulate the evaluation community to reflect on the practice of
metaevaluation, think critically about how it is being conducted and used, explore ways
to do it better, and engage in research to identify the particular causes of unreliability in
metaevaluation and their differential impacts, the extent to which training would
improve reliability, and how to development more precise tools and approaches that can
deliver greater reliability in metaevaluation. As a relatively young discipline, evaluation

can benefit greatly from its practitioners and theorists critically examining current
practice and engaging in research to advance the discipline.

Summary
This study's findings suggest that it is likely that metaevaluation ratings are largely
idiosyncratic. This conclusion has some fairly straightforward implications. Evaluation
stakeholders should refrain from making high-stakes decisions about evaluations or
evaluators in the absence of strong evidence that findings are reliable and valid.
Metaevaluators should strive to make their work as transparent as possible so that others
can review their work and make informed judgments about the accuracy of the findings.
Additional research and development is needed to determine the factors that contribute
to unreliability in metaevaluation ratings and what types of tools, procedures, or training
could be implemented to increase reliability.
It is important to not to lose sight of the purpose and context of the study,
however, when considering the implications of the results. Although they are sometimes
used to generate metaevaluation ratings of evaluations when metaevaluators have limited
information about an evaluation, The Program Evaluation Standards were not
necessarily designed to function in that capacity. The findings suggest that this is not the
best use of the Standards, but this should not diminish their value for guiding practice,
facilitating professional reflection and self-assessment, and educating evaluation
consumers that they can and should expect evaluations to be useful, practical, ethical,
and accurate.
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APPENDIX A
Acronyms
This appendix is intended to serve as a point of reference for the many acronyms that
occur throughout this dissertation. In the text of the dissertation the first appearance of a
compound term is followed by its acronym in parentheses; for example, American
Evaluation Association (AEA). From that point forward, only the acronym is used in the
text.

AASA

American Association of School Administrators

ACA

American Counseling Association

AERA

American Educational Research Association

AEA

American Evaluation Association

AIHEC

American Indian Higher Education Consortium

ALNAP

Active Learning Network for Accountability and Performance in
Humanitarian Action,

ANOVA

Analysis of variance

ANSI

American National Standards Institute

APA

American Psychological Association

ATE

Advanced Technological Education

CES

Canadian Evaluation Society

CSSE

Canadian Society for the Study of Education

CDC

Centers for Disease Control and Prevention
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CREATE

Consortium for Research on Educational Accountability and
Teacher Evaluation

CCSSO

Council of Chief State School Officers

DAC

Development Assistance Committee

ERS

Evaluation Research Society

FRA

Federal Railroad Administration

GAO

Government Accountability Office

HSIRB

Human Subjects Institutional Review Board

ICC

Intraclass correlation coefficient

NASP

National Association of School Psychologists

NASSP

National Association of Secondary School Principals

NCME

National Council on Measurement in Education

NEA

National Education Association

NLPES

National Legislative Program Evaluation Society

NREA

National Rural Education Association

NSF

National Science Foundation

OECD

Organization for Economic Co-operation and Development

SPSS

Statistical Package for the Social Sciences

UN

United Nations
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APPENDIX C
Data Sources Used in Metaevaluations
Author (year)

Evaluation
documents

Bickman (1997)

1

Bollen, Paxton, &
Morishima (2005)

1

Bornmann, Mittag,
&Danie(2006)

„
,
Personnel

1

Boyd & Windsor
(1993)

1

Brekken (1986)

1

1

Bustelo (2003)

1

1

Chatterji (2005)

1

1

Qeave-Hogg &
Byrne (1998)
Condon, Counts,
& Lane (2006)

1

Cooksy & Caracelli
(2005)

1

Curran (1999)
Dana (1999)

1
1

Dunphy(2001)

1

Finn, Stevens,
Stufflebeam, &
Walberg (1997)

1

Forss & Carlsson
(1997)

1

Fuentes (1998)

1

1

Gale (2004)

1

Gauger (1985)

1

1

144

Original
,°
data

-.,
.
Observations

Unable to
,
.
determine

Number
orf sources
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. , z N
Author (year)
v
'

Evaluation
,
documents

,
Personnel

n

Original
_,
data

~L
•
Observations

Giraffe (1997)
Grasso (1999)

1

Greene, Doughty,
Marquart, Ray, &
Roberts (1988)

\

Hartmann&
Loizides (2001)

1

1

1

\

2

1

1
1

Hoogerwerf (1992)

1

House (1987)

1

1

1

Kruse (1998,1999,
cited in Kruse,
2005)

1

1

Kulla-Branz (1994)
Larson et al.
(1979)

1

Leeuw & Cooksy
(2005)

1

Lynch et al. (2003)
Maher (1997)

1
1

1

McCabe (1997)

1

McDonnell (1985)

1

McKinley(1999)

1

Migotsky and
Stake (2001)

1

1

Mitchell (1998)

1

1

Momani (2007)

1

Morris-Khoo
(1991)

1
1

1

2
1

Kemmis (1997)

3

1

Jurs (2008)

Odom & Fev/ell
(1983)

Number
01r sources

1

Hoitash (2002)

Mark (2006)

Unable to
,
.
determine

l
2

146
. , i
\
Author (year)
u
'

Evaluation
,
documents

Patel (2002)

1

Pucel (2003)

1

Riddell&Kruse
(1997, cited in
Kruse, 2005)

1

Risley(2008)

1

Ryan (1996)
1

Scott-Little,
Hamman, &Jurs
(2002)

1

Sheets (1983)

-.,
.
Observations

Unable to
,
.
determine

Number
or£ sources

68

1
1

Thurston (1998)

1
1

Tinge, DeSimone,
& covington
(2003)

1

Whitmore & Ray
(1989)

1

TOTAL

Original
,°
data

1

Scherer (1985)

Stufflebeam &
Wingate (2002)

„
,
Personnel

37

22

1

1

7

Percent of Total

69%

41%

2%

2%

13%

Percent of those
that identified
sources

79%

47%

2%

2%

Mean=1.4
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APPENDIX E
Number of Raters in Metaevaluations
Unable to
determine

Author (year)
Bickman (1997)
Bollen, Paxton, &
Morishima (2005)
Bornmann, Mittag, &
Danie (2006)
Boyd & Windsor (1993)
Brekken (1986)
Bustelo (2003)
Ghatterji (2005)
Cleave-Hogg & Byrne
(1998)
Condon, Counts, & Lane
(2006)
Cooksy & Caracelli (2005)
Curran (1999)
Datta (1999)
Dunphy(2001)
Finn, Stevens,
Stufflebeam,&Walberg
(1997)
Forss & Carlsson (1997)
Fuentes (1998)
Gale (2004)
Gauger (1985)
Giraffe (1997)
Grasso (1999)
Greene, Doughty,
Marquart, Ray, & Roberts
(1988)
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Author (year)
Hartmann &Loizides
(2001)
Hoitash (2002)
Hoogerwerf (1992)
House (1987)
Jurs (2008)
Kemmis (1997)
Kruse (1998, 1999, cited
in Kruse, 2005)
Kulla-Branz (1994)
Larson et al. (1979)
Leeuw & Cooksy (2005)
Lynch et al. (2003)
Maher (1997)
Mark (2006)
McCabe (1997)
McDonnell (1985)
McKinley(1999)
Migotsky& Stake (2001)
Mitchell (1998)
Momani (2007)
Morris-Khoo (1991)
Odom&Fewell(1983)
Patel (2002)
Pucel (2003)
Riddell & Kruse (1997,
cited in Kruse, 2005)
Risley(2008)
Ryan (1996)
Scherer (1985)

Unable to
determine

153
Author (year)

1

2

Scott-Little, Hamman, &
Jurs (2002)
Sheets (1983)

•i

A

c

Unable to
determine

1
1

Stufflebeam & Wingate
(2002)
Thurston (1998)

1

1

Tinge, DeSimone, &
covington (2003)

1

Whitmore& Ray (1989)
Total

1
31

7

7

Percent of total

57%

13%

13%

2%

2%

13%

Percent of cases that
identified number of
raters

66%

15%

15%

2%

2%

Mean=2.4

1

1

7

APPENDIX F
Practitioner Invitation E-Mail Message
Dear

:

I am writing to inquire if you would be willing to participate in a study I am conducting
for my dissertation
This research is being conducted as part of the Center's work as an evaluation resource
center for the National Science Foundation's Advanced Technological Education
program. We are engaging evaluation doctoral students, ATE evaluation practitioners,
and evaluation scholars (10 in each group) to review ATE project and center evaluation
practices vis-a-vis The Program Evaluation Standards (Joint Committee, 1994).
If you agree to participate, your task would be to review two reports and rate each one
on how well it meets the Program Evaluation Standards (you will be provided with a
copy of the book). You may identify up to four questions per evaluation that you would
like me to ask the evaluations' clients that will supplement information in the reports.
The time required for your participation depends on your existing knowledge of the
Program Evaluation Standards, length of the evaluation reports assigned to you (they
range from 6 to 40 pages, with the average being 21, not including appendices), and your
interest in the project. The rating instrument includes 30 closed-ended items and 20
open-ended items. In addition to rating the reports, you would be asked to complete a
brief questionnaire about your evaluation training and experience (5 items).
We will pay you $200 for your participation-more as a thank you than compensation for
your time and effort. We would also invite you to participate in a Webinar to discuss the
results of the study. Your name would not be associated with any particular results,
although your contribution will be acknowledged.
If you agree to participate, I would send you the reports to review immediately. You
would submit to me your supplemental information request by April 1 and deliver your
completed instruments to me by May 1.
Best regards,
Lori Wingate
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APPENDIX G
Scholar Invitation E-Mail Message
Dear Dr.

:

I am writing to inquire if you would be willing to participate in a study I am conducting
for my dissertation, which is tentatively titled, "The Program Evaluation Standards
Applied for Metaevaluation Purposes: Investigating Interrater Consistency and its
Implications for Use." I'm honored to include Leslie Cooksy on my dissertation
committee, along with Arlen Gullickson and Chris Coryn from WMU.
This research is being conducted as part of the Center's work as an evaluation resource
center for the National Science Foundation's Advanced Technological Education
program. We are engaging evaluation doctoral students, ATE evaluation practitioners,
and evaluation scholars (10 in each group) to review ATE project and center evaluation
practices vis-a-vis The Program Evaluation Standards (Joint Committee, 1994).
If you agree to participate, your task would be to review two reports and rate each one
on how well it meets the Program Evaluation Standards (you will be provided with a
copy of the book). You may identify up to four questions per evaluation that you would
like me to ask the evaluations' clients that will supplement information in the reports.
The time required for your participation depends on your existing knowledge of the
Program Evaluation Standards, length of the evaluation reports assigned to you (they
range from 6 to 40 pages, with the average being 21), and your interest in the project.
The rating instrument includes 30 closed-ended items and 20 open-ended items. In
addition to rating the reports, you would be asked to complete a brief questionnaire
about your evaluation training and experience (9 items, 2 of which are open-ended).
We will pay you $200 for your participation-more as a gratuity than compensation for
your time and effort. We would also invite you to participate in a Webinar to discuss the
results of the study. Your name would not be associated with any particular results.
The time frame for the study is February - April. You would receive your two assigned
reports in February, provide me with your supplemental information request in March,
and deliver your completed instruments to me in April. However, there is some wiggle
room if you want to participate but can't meet these deadlines.
Best regards,
Lori Wingate
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APPENDIX H
Human Subjects Institutional Review Board Letter

ESTERN MICHIGAN UNIVERSITY
Human Subjects Institutional Review Board

Date: January 29, 2009
To:

Chris Coryn, Principal Investigator
Lori Wingate, Student Investigator for dissertation

From: Amy Naugle, PhD., Qhah^JTjM' / W ^ l —
Re:
Approval not needed for protocol 09-01-36
This letter will serve as confirmation that your project "The Program Evaluation Standards
Applied for Metaevaluation Purposes: Investigating Interrater Consistency and its Implications
for Use" has been reviewed by the Human Subjects Institutional Review Board (HSIRB). Based
ontfiaTreview, the HSIRB has determined that approval is not required for you to conduct this
project because you are studying program evaluation standards and not collecting information
about individuals. Thank you for your concerns about protecting the rights and welfare of human
subjects.
A copy of your protocol and a copy of this letter will be maintained in the HSIRB files.

Walwood Hall, Kalamazoo, Ml 49008-5456
PHONE: (269) 387-8293 FAX: (269) 387-8276
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APPENDIX I
Rater Background Questionnaire

ATE Metaevaluation:
Assessing ATE Project and Center Evaluations against the
Program Evaluation Standards
Rater Background Questionnaire
1. What is the highest academic degree you have attained?
• Doctoral degree in
(please indicate discipline)
• Master's degree in
(please indicate discipline)
• Bachelor's degree in
(please indicate discipline)
• Other (please describe):
2. In the last year, approximately what percent of your work and/or study was devoted to
evaluation?

• None
•
•
•
•

1 to 25 percent
26 to 50 percent
51 to 76 percent
76 to 100 percent

3. About how many years have you been in involved the evaluation field?
4. Prior to your participation in this study, what was your familiarity with The Program
Evaluation Standards?

• None
•
•
•
•

I had heard of them, but had no knowledge of the content,
I had some knowledge of the content (for example, I could have named the four domains
of standards).
I was familiar with them (for example, I could have named and described the four
domains and several of the individual standards).
I used them regularly and/or teach others to use them.

5. If you have comments about your experience in this study or any other information you
would like to share, please use this space.

Thank you for your participation.
Please e-mail your completed form to lori.wingate@wmich.edu

Evaluate
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APPENDIX J
Metaevaluation Instrument
ATE Metaevaluation:
Assessing ATE Project and Center Evaluations against
the Program Evaluation Standards

EVALUATION RATING FORM
Instructions:
Please referto Chapter 2 (pp. 8-17) of The Program Evaluation Standards for guidance on how
to apply the Standards to an evaluation.
Record your judgment for each standard in the corresponding check box. where:
1 = Not addressed:

The evaluation did not address any of issues pertinent to this
standard.
2 = Minimally addressed: The evaluation addressed very few of the issues pertinent to this
standard.
3 = Partially addressed: The evaluation addressed some of the issues pertinent to this
standard.
4 = Mostly addressed:
The evaluation addressed most of the issues pertinent to this
standard.
5 = Fully addressed:
The evaluation addressed all the issues pertinent to this standard.
Not applicable:
No aspects of the standard are relevant to the evaluation.
Insufficient information: It is impossible to render a reasonably well-informed judgment
based on available information.
Please use the "Not applicable" and "Insufficient information" options sparingly.
Make sure that that the number of the report you are rating (located in the upperrightcorner of
the title page) corresponds to the report number of this form (bottom left comer).
If you have any questions about this process or experience technical problems dealing with this
document, please contact me at lori.winqateOwmich.edu or 269-387-5913.
Thank you very much for your assistance with this study.
Please e-mail your completed forms totori,wingate(d> wmich edu.

Report Number

j=Va I
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UTILITY STANDARDS
What are the strengths of the evaluation with regard to utility?

On what evidence do you base this judgment?

What are the weaknesses of the evaluation with regard to utility?

On what evidence do you base this judgment?

Please indicate the extent to which each utility standard was addressed by the evaluation. Select one
response only.
1

Standard
U1 Stakeholder Identification

U2 Evaluator Credibility
U3 Information Scope and
Selection
U4 Values Identification
U5 Report Clarity
U6 Report Timeliness and
Dissemination
U7 Evaluation Impact

Report Number:

2

3

4

5

Insufficient!

Not

]

Not
IVfnimally
Partially
Mostly
Fully
addressed addressed addressed addressed addressed Information Applicable

•

•
•
•
•
•
a

•a
D

•
•a
a

Evalu

•

•

a
a
a

•
•

\fp

•a

•
•a
•
a

•

•
•
a
a
a
a

[fp^r-p1

•

a
a

•
•

•
•a

a

•

a
a
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FEASIBILITY S T A N D A R D S
What are the strengths of the evaluation with regard to feasibility?

On what evidence do you base this judgment?

What are the weaknesses of the evaluation with regard to feasibility?

On what evidence do you base this judgment?

Please indicate the extent to which each feasibility standard was addressed by the evaluation. Select
one response only.
Standard
F1 Practical Procedures

F2 Political Viability
F3 Cost Effectiveness

Report Number: _

1
2
Not
Minimally
addressed addressed

•
•
•

•
•
•

3
Partially
addressed

•
•
•

Evalu£2l;

4
Mostly
addressed

•
•
•

5
Insufficient
tjlpt
Fully
Information Applicable
addressed

•
•
•

"CP^D

•
•

•
•
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iPROPRIETY S T A N D A R D S
What are the strengths of the evaluation with regard to propriety?

On what evidence do you base this judgment?

What are the weaknesses of the evaluation with regard to propriety?

On what evidence do you base this judgment?
Please indicate the extent to which each propriety standard was addressed by the evaluation. Select
one response only.
1
2
3
4
5
Insufficient
, Not
j
Not
Minimally
Partially
Mostly
Fully
Standard
Informationr Applicable
addressed addressed

P1 Service Orientation
P2 Formal Agreements
P3 Rights of Human Subjects
P4 Human Interactions
P5 Complete and Fair
Assessment
P6 Disclosure of Findings
P7 Conflict of Interest
P8 Fiscal Responsibility

Report Number:

•
•
•
•
•
•
•
•

•
•
•
•

D

•
•
•

addressed

addressed

addressed

•
•
•
•
•
•D
•

•D
•
•
•
•
•
•

•
•
•
•
•
•
•D

Evalua!! he-

P

•
•
•
•
•
•
•

•
•
•
•
•
•.
•
•
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ACCURACY STANDARDS
What are the strengths of the evaluation with regard to accuracy?
On what evidence do you base this judgment?

What are the weaknesses of the evaluation with regard to accuracy?
On what evidence do you base this judgment?

Please indicate the extent to which each accuracy standard was addressed by the evaluation. Select
one response only,
Standard
A1 Program Documentation
A2 Context Analysis
A3 Described Purposes and
Procedures
A4 Defensible Information
Sources
A5 Valid Information
A6 Reliable Information
A7 Systematic Information
A8 Analysis of Quantitative
Information
A9 Analysis of Qualitative
Information
A10 Justified Conclusions
A11 Impartial Reporting
A12 Metaevaluation (Note: Do
NOT count this metaevaluation)

Report Number:

1
2
3
4
5
Insufficient
Not,
Not
Minimally
Partially
Mostly
Fully
Information Applicable
addressed addressed addressed addressed addressed

•
•
•
•
•
•
•
•
•
•
•
•

•
•
•
•
D

•
•
•
•
•
•
•

•
•
•
•
•
•
•
•
•
•
•
•

Eva\uca\i\e

•
•
•

•
•
D

D

•
•
•
•
•
•
•
•
•

•
•
•
•
•
•
D
•

•

•
•
•
•
•
•
•
•
•
•D
•

•
•
•
•
D

•
•
•
•
•
•
•
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OTHER STRENGTHS AND WEAKNESSES
Does the evaluation exhibit any strengths that were not reflected in your standards-based ratings? If
so, please describe.

Does the evaluation exhibit any weaknesses that were not reflected in your standards-based ratings? If
so, please describe.

Thank you for your participation.
Please e-mail your completed form to
lori.wingate@wmich.edu

Report Number:

Evaluate

APPENDIX K
Memorandum of Agreement Form

March 3, 2009
TO:

[name)

FROM: Lori Wingate, Evaluate Senior Research Associate
Arlen Gullickson. Evaluate Principal Investigator
MEMORANDUM OF AGREEMENT FOR PARTICIPATION IN ATE METAEVALUATION
STUDY
By signing below, you agree to
•

participate in the study as described in the letter from Lori Wingate dated March 3. 2009

•

keep the information (i.e., reports and forthcoming interview data) provided to you as
part of the study confidential, that is. you will not discuss details of the evaluations you
review with anyone outside of the study. Due to the potentially sensitive nature of the
evaluation documents you review, it is important that the willingness of others to
volunteer their work for scrutiny not be compromised.

Please complete both copies of this document and return one to us in the reply envelope (Lori
Wingate. The Evaluation Center, Western Michigan University. Kalamazoo. Ml 49006-5237).
You are being asked for your social security number so that we can give you $200 as a thank
you for your assistance with the study.

Name:

[name]

Address:
(please
print)

Social Security Number

Signature

Date

Evaluaif 1\e
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APPENDIX L
Instructions for Participation
March 3.2009

[addessl
Dear [name]:|
Thank you very much for agreeingto participate in our study of ATE pro|ect and center
evaluations. Enclosed you will findthe following Items:
•

2 copies of the memorandum ofagreement

•

reply envelope for returning signed agreement

•

2 evaluation reports

•

2 rating forms (1 for each evaluation) which also was e-mailed to you

•

background questionnaire, which also was e-mailecl to you

•

Tne Program Evaiuaion Standards

Instructions:
1

Review and complete the memorandum ofagreement Return one completed copy to
me in the envelope provided Keep the other for your records.

2. Familiarize yourself with the contents of The Program Evaluation standards, including
the section on Api>!y.ij)3 the Standards (pp. 8-17).
3. Read the two evaluation reports supplied to you.
4. Review the evaluation rating instrument and make preliminary judgments with regardto
how each evaluation performed against each standard.
5. Write up to four questions perevaluation to obtain additional Information from the
evaluations' clients that will help you reach judgments on the standards. I will ask the
clients your questions via telephone or e-mail (depending on their preferences) and
provide you with their responses as soon as possible. E-mail me
(lorl.wingate@wmich.edu) your questions by April 1
6. Consider the clients' responses supplledto you. and finalize your ratings and comments
p_n the forms. Complete one forni for each evaluation Please make sure the report
number and title on the form corresponds to the report you are rating.
7. Complete the rater background questionnaire.
8

Send your completed forms (two rating forms and one background questionnaire)to me
by May V
lori.wingate@wmich.edu
fir.
The Evaluation Center
Western Michiqan University
Kalamazoo MU9008-5237

If you are unable to meet the April 1 deadline for submitting questions or the May 1 deadline for
completion of your rating forms, please let me know as soo'n as possible.
If you have questions, please do not hesitate to e-mail me or call me
Sincerely.

LoriA. Wingate

Evaluate
lorl.wlngate@wmich.edu
(269)387-5913
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