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1

Introduction
Baseball is our national pastime.

As the game has grown and evolved, statistics has

become increasingly more important, not only to teams and players, but fans as well. In 2017,
Statcast, a company that collects and analyzes major league baseball statistics, introduced
a new metric they called hit probability. Since hit probability relies on only launch angle
and exit velocity, it removes factors like who was playing defense, and at which ballpark the
event occurred. This purposeful lack of context allows hit probability to be applied to any
team at any stadium. Additionally, as soon as the ball leaves the bat, a hit probability, in
the form of a percentage, can be generated. This adds instant analysis of the event allows
fans to have a greater understanding of what they are seeing. Hit probability can be broken
down into the probability of a single, double, triple, or home run.
One limitation of the Statcast model is with the home run breakdown of hit probability.
Due to the curvature of the outeld, it is more dicult to hit a home run straight down the
middle than it is down the right or left eld lines. To which part of the eld the ball is hit
is referred to as horizontal spray angle, spray direction, or hit direction. What I sought out
to do was create a model that incorporated spray angle. The question I will answer with
my model is, based on the hit distance and spray direction of a batted ball, what is the
likelihood of it being a home run? Like with the Statcast model, this can also be answered
in the form of a percentage. Once this question is answered, we can seek out who hit long
y outs, who hit short home runs, and where these events occurred. As with the current
model, my model will also be free of ballpark and defense factors.
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Building The Model
In the model I have created, the likelihood of hitting a home run can be modeled with
logistic regression.

In general, logistic regression models the probability of success of an

event based on various predictors. The formula is of the form

P

eβ0 + βi xi
P
P (Y |X = x) =
1 + eβ0 + βi xi
where

Y

is the successful event, and

X

is a vector of the predictors.

In logistic regression, the events are coded from a binomial distribution, with a 1 for
success, and a 0 for failure. Here, a home run is coded as a 1, and anything else is coded as
a 0. The predictors in my model are the distance the ball was hit, and the spray angle of
the ball. However, a model based on distance alone will be considered.
The data used in this research was collected on Baseball Savant.

Baseball Savant is a

website created and maintained by Daren Willman of Statcast. Through this website, you
can access the Statcast database, as well as run queries on it.

The data I collected from

Baseball Savant included all batted balls hit greater than 325 feet during the 2017 regular
season, which amounted to 19,230 observations. The data is further separated into numerous
categories that are of interest to baseball statisticians. Of the many columns that come from
Baseball Savant, the ones I kept are player name, events (the outcome of the at bat), home
team (where the observation occurred), the x and y coordinates of where the ball landed
(which will be used to nd spray angle), hit distance, and launch speed and launch angle (to
compare my model with the current Statcast model).
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The spray angle of the batted is not directly given on Baseball Savant.

However, it is

possible to convert the x and y coordinates of where the ball landed into spray angle. The
conversion formula used was provided to me by Tom Tango of Statcast.

Let

(x0 , y0 )

be

the old x and y coordinates of where the ball landed. We can transform these into the new
coordinates,

(xnew , ynew )

with

xnew = 2.33 ∗ (x0 − 126)

and

ynew = 2.33 ∗ (204.5 − y0 ).

transformation allows for home plate to be at the coordinate
in degrees, will be

a=



180
π



arctan(xnew /ynew ),

is down the right eld line.
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(0 , 0).

This

Then, the spray angle,

where -45 is down the left eld line, and 45

Distance Only Model
A popular program for statistical analysis is R, which I have decided to use for this
project.

Once the data was in R, the events were assigned a status of either a 1 if they

were a home run, or 0 if they were not a home run. Considering only the status and the
distance, the counts of home runs and non home runs were tabled at each distance. From
this, observed probabilities of success were found. With some smoothing with the rollmean
function (centered with a window size of 3), a graph of the observed probabilities can be
seen here in gure 1.

Figure 1

This S-curve shape ts nicely with the logistic regression model.
Using the GLM function in R, inputting status with respect to distance, will produce the
coecients

β0 = −28.30

and

β1 = 0.07.

In terms of the logistic regression model, this looks

like

P (home

run|distance

= d) =

5

e−28.30+0.07d
1 + e−28.30+0.07d

Now, plotting the observed probabilities (in blue) with the predicted probabilities from
the model we see how it compares in gure 2.

Figure 2

Overall, the curves appear to line up with each other fairly well.

One thing to note,

however, is that it undervalues the higher probability batted balls. One explanation for this
is the sharp point where the observed probabilities curve jumps to 100 percent. This is a
result of outeld wall; after a certain distance, a ball will always be a home run. Another
explanation for this is that, in the distance ranges corresponding to the higher probability
batted balls, the distance at which a ball will always be a home run varies by spray direction.
This is why a model taking into account both distance and spray direction is necessary.
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Distance and Direction Model
The observed probabilities for distance at any spray angle at that distance will be the same
as gure 1. The process of nding observed probabilities for spray angle at every distance in
the angle can be found using the same method. A graph of the observed probabilities based
on spray angle can be seen here in gure 3.

Figure 3

The U shape of the curve makes sense due to the curvature of the outeld. In addition,
the graph is fairly symmetric.
Before proceeding with logistic regression, it is important to check the model assumptions.
These model assumptions are that observations are independent, there is a lack of strongly
inuential outliers, there is linearity in the logit, and there is little to no multicollinearity

1
among the independent variables. Checking these assumptions one at a time:
(i) Observations are independent:
This follows from the fact that each observation represents a plate appearance, and each
plate appearance is independent. Therefore, this assumption is met.
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(ii) Lack of strongly inuential outliers:
There were 88 points removed for having an angle less than -45 or greater than 45 degrees.
Ten of those were eld outs that could have possibly been made in foul territory.

The

remainder included two singles, seventeen doubles, and fty-nine home runs that could not
have possibly occurred outside of -45 to 45 degree range.
There were potentially 19 inside the park home runs that were labeled home runs despite
not leaving the park. Some may have been shorter than 325 feet, and therefore not made
it into the data set. Additionally, it is unknown if any of these events were one of the 88
removed for being angle outliers. Even if all 19 inside the park home runs made it into the
data set, that is a very small amount of bad points. Additionally, they are within the range
of distances and spray angles, making them less inuential. With all of this in mind, we can
conclude that this assumption is met.
(iii) Linearity in the logit:
This assumption was checked using the observed probabilities. If
of a home run, then the values to check the linearity of are

log



p denotes the probability


p
.
1−p

For distance, this assumption makes logical sense due to the fact that as distance increases,
the probability of hitting a home run increases. Checking this assumption graphically, we
see that it is met. Since the points are indexed by distance from low to high, the x-axis can
be interpreted as increasing distance.
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Figure 4
Angle was not as straightforward. Recalling gure 3. The probability of hitting a home
run decreases as you move from -45 to 0 degrees, but then increases as you move from 0 to
45 degrees. The way to solve this is to take the absolute value of the spray angle. Now, as
the spray angle increases in absolute value, the probability of hitting a home run increases.
Checking this assumption graphically, we see that it is met. Similar to the graph above, the
points are indexed by absolute angle from low to high, so the x-axis can be interpreted as
increasing absolute angle.

Figure 5
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(iv) Little to no multicollinearity among the independent variables:
When plotting distance with respect to spray direction, the resulting plot is a random
scatter.

Figure 6
2
The R value between the two variables is 0.006, indicating that there is no relation
between the two, conrming that the assumption is met.
Now that the assumptions have been checked, we can proceed with logistic regression.
Once gain using the GLM function in R, inputting status with respect to distance and the
absolute value of the spray angle, will produce the coecients

β3 = 0.26.

β0 = −66.30, β1 = 0.16,

and

In terms of the logistic regression model, this looks like

P (home

run|distance

= d,

angle

= a) =

e−66.30+0.16d+0.26|a|
1 + e−66.30+0.16d+0.26|a|

Consider, for a moment, the average distances to center eld and to right/left eld, which
are 400 feet and 330 feet respectively. What this implies is that a change of 45 degrees will
mean a change in distance of 70 feet, or that a change of 15 degrees will mean a change in
distance of about 23 feet. What the coecients of the model are implying is that a change
of 16 degrees will mean a change in distance of 26 feet. This shows that the coecients have
some basis in reality.
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Here is a good place to discuss the AIC values of the two models I have created. The
AIC value for the distance only model is 13,240, while the AIC value for the distance and
direction model is 6,530. Even with the penalty for adding a parameter, the AIC value for
the distance and direction model is much smaller than the value for the distance only model.
Therefore, according to this model selection criterion, the distance and direction model is
the better choice.
Because the joint probability is now a surface, a heat map is an eective way of visualizing
the relationship between distance and direction. The heat map below is in intervals of two
feet and three degrees. Colors range from red to green, where red is a 0% chance of hitting
a home run, and green is a 100% chance.

Figure 7

The probabilities are symmetric about zero degrees, a result of taking the absolute value of
the direction. The 40%-60% band follows a U shape fairly smoothly until about

±3 degrees,

then it drops sharply. At 430 feet and zero degrees, the home run probability is only 88%.
This feels rather low considering a ball hit 430 feet should be a home run all the time.
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To further illustrate this sharp drop, consider these two plots.

Figure 8

What we see here is a cross section of probabilities at zero degrees as distance changes,
and a cross section of probabilities at 420 feet as spray angle changes. Green is greater than
or equal to 0.9, red is less than or equal to 0.1, and yellow is everything in between. Note the
point on both graphs that corresponds to a ball hit 420 feet to dead center, or zero degrees.
This ball only has a 60% chance of being a home run according to this model. This dip in
the graph is a concern that I have yet to explain and hope to investigate further.
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The Statcast Model
The current model that is used when discussing hit probability is the Statcast model
that was released in 2017. The hit probabilities come from the observed outcomes of similar
batted balls during the 2015, 2016, and now 2017 seasons. Here, similar batted balls refers
to balls within four feet and four degrees of the batted ball, with balls closer to the measured
launch angle and exit velocity weighted higher.

2

While there are many factors that go into

how far a ball travels, launch angle and exit velocity are the main components. Hence, the
Statcast model can loosely be thought of as a distance model. For example, a ball hit at 100
miles per hour and at 30 degrees will generally travel about 385 feet, according to the Alan
Nathan trajectory calculator. This particular batted ball has a home run probability of 46%
according to the Statcast model. However, the average Major League Baseball fence down
the left and right eld lines is about 330 feet, while up the center is 403 feet, according to
data provided to me by Statcast. Therefore, a ball hit 385 will almost always be a home run
straight down the right and left eld lines, but almost never be a home run up the center.
There is work in progress by members of Statcast to take into account the directional issue.
In this updated model, according to a blog post by Tom Tango, if the ball was hit with a
launch angle and exit velocity such that it was potentially close to the generic fence line,
then the spray direction will be included.

3

I was able to preview the results of this work at

the SABR Analytics Conference in March of 2018, but it is currently unpublished.
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Application
Hit probability, in general, is a tool for fans to understand what they are seeing during a
game. What I sought to do with my home run probability model was to quantify, in a way,
the feeling a fan experiences when they see their favorite player y out to the edge of the
center eld wall.
Let's illustrate the two models with a real example by comparing some statistics from
current players. Consider two y outs by Jake Lamb and Matt Adams that occurred during
the 2017 season, both at 100 miles per hour and 26 degrees. According to the Statcast model,
these hits both have a home run probability of 46%. Since both were hit nearly identically,
the distances they traveled were fairly similar, with Lamb's traveling 385 feet and Adams'
traveling 389 feet. The factor that diers here is the spray angle. Jake Lamb hit the ball at
a spray angle of -23 degrees, while Matt Adams hit the ball at -8 degrees. Now, according to
my model, the ball Jake Lamb hit had a home run probability of 72%, while the ball Matt
Adams hit only had an 8% home run probability. This changes the perception of these two
seemingly identical hits. Matt Adams fared about as expected. Jake Lamb, on the other
hand, had a much higher home run probability; the he almost hit a home run feeling is
more justied here.
Now, consider these two home runs by Chris Young and Matt Wieters, also during the
2017 season.

These were, coincidentally, both hit at 100 miles per hour and 26 degrees,

resulting in a 46% home run probability.

This is slightly low for a home run probability.

Chris Young hit his home run 399 feet, while Matt Wieters hit his 403 feet. Once again, the
factor that distinguishes the two is the spray angle. Chris Young hit the ball at -32 degrees
while Mat Wieters hit the ball at 3 degrees. According to my model, the home run Chris
Young hit had a 100% home run probability. The outcome was exactly what one would have
expected it to be. Matt Wieters, on the other hand, only had an 8% home run probability.
This is an example of a player being in the right place at the right time to hit a home run
to dead center.
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The two models do not completely disagree, however. Salvadore Perez hit a y out to
center eld at Comerica Park in Detroit. The ball was batted at 106 miles per hour and had
a launch angle of 30 degrees. According to the Statcast model, this ball had a 91% chance
of being a home run. This ball was also hit 426 with a spray angle of 8 degrees, within what
I would consider to be dead center eld. According to my model, this ball had a 97% chance
of being a home run. Both models would agree that Perez was robbed of a home run in
this scenario.
The most drastic disagreement between the two models I could nd also occurred at
Comerica Park.

Miguel Cabrera ew out on a ball hit at 108 miles per hour and at 30

degrees. This had a home run probability of 91% according to the Statcast model. However,
this ball was hit only 388 feet and at 0 degrees, as dead center as possible. This yields a
home run probability of 1% according to my model. While the ball being hit to dead center
eld lowered its home run probability, the disagreement is likely due to the fact that, for
whatever reason, the ball only traveled 388 feet. A ball hit at 108 miles per hour and at 30
degrees is projected to travel 427.
In addition to discussing who hit short home runs and long outs, where they happen
can also be observed.

Short home runs are considered to be home runs with a home run

probability of less than 20%. Of the data collected, 258 home runs t this description. Among
the leaders were Yankee Stadium and Minute Maid Park in Houston, both notoriously easy
places to hit home runs. However, with Yankee Stadium having the most of these at 24, and
The Great American Ballpark in Cincinnati coming in second at 21, no ballpark is blowing
away this competition in this category.
When you consider y outs with a greater than 75% chance of being a home run, there are
only 41 such events in the data collected. Comerica Park leads this category at six, however
the next ballpark is Chase Field in Phoenix at four. Once again, no park has a dramatic
lead here.
Things get more interesting when you consider non home runs and non-y outs with a
greater than 75% chance of being a home run; there include singles, doubles, triples, eld
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outs, and reaching on an error. There were 211 events that t this description. The top two
parks where these events occurred were Coors Field in Denver with 33 and Chase Field in
Phoenix at 24. The next is Kauman Stadium in Kansas City at 16, and then the counts
level o. Coors eld, with its high altitude and thin air, is notorious for allowing more home
runs. This same thin air also allows for balls to travel much further than they would in other
elds. This same eect applies at Chase Field and the dry Phoenix air. While some of these
balls are not leaving the park, they are dropping in for hits when they otherwise would've
been caught.
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Conclusion
Overall, home run probability is a tool for viewers to understand the game in front of
them.

Due to the instantaneous availability of the data, these numbers can be produced

in real time for fans to observe. While there are some concerns with my model relating to
the strong dip in probability around zero degrees, it overall seems to match up with reality.
Moving forward, I plan on looking into the probability dip further, and try and explain why
it happens. Additionally, due to taking the absolute value of the direction, the model runs
under the assumption that ballparks are perfectly symmetric, which is not the case. A model
that treats the positive and negative directions dierent could, and likely will, be considered.
While my model is independent of playing location, in order to make it applicable to any
ballpark, this same methodology could be used to compare the dierences in ballparks. By
creating a model for every park, dierences can be observed by dierences in the curves. In
general, I look forward to continuing this research with the greater tools and data that will
soon be available to me.
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